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SEXLRAR, ERERIAT. RAEBNHASHH L.

B LLM: RBNHE - 155 - HIEGOEH

J

IR N AXEFIRIT FHRRE) EHEREH ORI

Decoder-only Transformer, 125 B 452 next-token prediction, 4ERED decode 817, BHIELIINE - memory-
B[EY3Z token £ /K B R bound; H{TREERBEH. FAHZ token T

KV cache (BEIRFEH, HE RGPS EHFAE token BEREHE X ETIXEMIEK, RAHELR -9
K/VFRE) 0. FIRER. PBEEE. KVEl

GQA / MLA ¥ [E4 KV HEEH KETFTXMEHEREREK £ token KV /h—ME2% —» EREEFETHEK; B

FEL | T kernel 57475 (DP attention)

BXAAR (15/+) 5KETX Ea. B, Kxxty LM head GEMM S5E#RBERIRE; & prompt i
(128k+) prefill R/ TTFT E&

IRIER + 74 prompt + TH FRESEZRINES agent REBEREZFE - 58k cache s ERF; 21EH

EX MR

4.1 W IB5IFAE: continuous batching

JRPS | vLLM scheduler.py vLLM engine/core.py persistent batch SGLang scheduler.py
schedule_policy.py schedule_batch.py TRT-LLM py_executor

fRR P2, P3, FERBFESHE (static batching) BN MEKZH—#t, BEIRKHINERA 6

#F—#t. Orca (OSDI’ 22) i iteration-level scheduling: EAERIEM “—MNEKXK" BEE!

—XEIMER” , 8—FPERE, THANIEKILZIRE. FREMVERIIZIMHE, X2
continuous batching (1204 in-flight batching) .
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/sched/scheduler.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/engine/core.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/worker/gpu_input_batch.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/scheduler.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/schedule_policy.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/schedule_batch.py
https://github.com/NVIDIA/TensorRT-LLM/blob/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/tensorrt_llm/_torch/pyexecutor/py_executor.py

EaSH -

continuous -

continuous ZE:R BRGHLZE R
1 1

1 i
w2 =% |
3 =% :
%+ =%

H

1 Y S
>
#: D G
s I

FIEE 7 MER. 4 B, L 5, ReERTHOE0, E/FGCEFE 2SR T
batching, BRERETEILBIIEREL, SHEERFZS.

#0 continuous batching BCEM/L4E

¢ Selective batching | BFH. £ME (QKVIER. MLP) RXitoken BFHMER, IBFAEIE
KEY token HEE— [2 token #%, hidden] HKE—i#2H, &% padding; RF attention #%
ERDFF (varlen / paged attention kernel) .

%A (decode step) -

continuous

* Token budget, EF&Z4IE max_num_batched_tokens 4 token. &% max_num_seqs
MER, ITHBESHRKAEEERE. vLLM V1 prefill #1 decode i—F M “AEMERDEIA
EBM token " , F = chunked prefill. 74k cache. AR EEER—EZEE,

* 85 (preemption), KV REEHBRLIEREGH: recompute (EiE KV, ZFEH prefill, vLLM
ZRIN) = swap (KVIEE| CPU N7E). 18 SIMBHAHAEET KV BE,

* JFAEER, FCFSREN, FEMARAE. AFHE (W OSDI’ 24K VTC, &RIEFEMRS token
AT, wilEmHKEHRF GEMERELML, BEFIYER). SLO BAIAE, SGLang
&F cache-aware HE: LA EERIZHFPKANIER,

4.2 KV cache EI2: PagedAttention. BIZEETFE. PETFE

PagedAttention (vLLM, SOSP ’23)

JRES | kv_cache_manager.py block_pool.py single_type_kv_cache_manager.py

SGLang memory_pool.py

R P, EHEMRR P3, BERERFANEIMANESTL: KV BRIIKETE A/ block (BRIA 16 1

token) , B ™MERE—K block table {i8%8 block ST EIE R EAIYIE block, ¥EFENEL. B

BRREMERRE—NLEFHN block, IEXIREEE RFIREE 60-80% HI KV 27F, VLLM [EE|
4% LUF, BHIRFA 2-4 18, DTURIIHETRE S FHITXRE. beam search WAHFIRRF—
3, FE5|FIT#L + copy-on-write,
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/kv_cache_manager.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/block_pool.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/single_type_kv_cache_manager.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/cache_kernels.cu
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/mem_cache/memory_pool.py

A-iZiE0
45 prompt

A-iBig1
BRI

A-iBig2
R (9/16)

B-iZi50
45 prompt

B-iZiE1
R (3/16)

GPU EFFMH KV

i\ iR 2
A BB

Block table
A:[7,2,11]
B: [7, 4]
ref(7)=2

\
\

# block 2=1A block it
RESER

Block table, 53K A. B BViZ%E block &4, ¥1E block AILBCEEEFERME. M MEREZRY prompt FATE
MR block 7 (5118 =2), BABIAE I, attention kernel 1R#E block table [a#Z34t,

HIZE4E7F: VvLLM APC 5 SGLang RadixAttention

JR83 | VLLM block M&#% kv_cache_utils.py SGLang radix_cache.py

fRR P5, ERGREFIULLFEBKY,

EBF cache; MFERMRAEAERMNEZER, R

prefill REIRIERSY, TTFT MIEHEE TR, FMHEREI:

”~

VLLM Automatic Prefix Caching SGLang RadixAttention

LLU# block AL, &1 block B key = hash(& BFTE%ER token FRHILALR A —1F radix tree
block #9 hash, Z< block B9 token, £i9Ms 240 (EZER1ZH) , B L2 token &%, TaiEEX
LoRA / Z187S hash). £RBMHEREI,; 5IHITH [ZEY KV, LECFLEMIRE TERKAIL, &K
79 0 B9 block 3 X LRU =IHPAS!, #E RG] LRU MMH-FF88, B2& cache-aware AE (Lot

., SSINEE. FFEE O(1).

RIKAIZILED) , WZBiE. few-shot. tree-of-
thought %EZ’T/ \?*i_t'fEEy%o

£iF1.-m2% ]

F4; prompt
1,200 tokens - ref3

. e — QB
RiFL-F1e

AR + [E]2F

fiF1- 9%
BHER (B—1FE)
Mﬁéﬁiﬁ prefill
=iF2-F1Rw T iER
LRU &k ICEEZIZRS: prompt A LE

Radix tree FE. = MEREZRZS prompt; HARNER—SIENZRIE, HEHE-RLEZE, fMERKIAFM
TLECLESRAY T kS prefill, #%5| AV RAEEER, HF#% LRU B,
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/kv_cache_utils.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/mem_cache/radix_cache.py

KV 3 B1Zfi#5 offload

R85 VLLM kv_offload/ SGLang hicache_storage.py LMCache Mooncake Store Dynamo kv_router

@R P5. P10, GPU EEELRTAEEFRFSEENIR (ZRIE. agent WK ETX. ZEIEZ
BMNHE), FRIEKY T2 CPU NE. Zsih SSD. EEmHHANEE, mhNEHE, Hikr
ELESNHER:

Llama-3-8B, 10k token #iZk: KV = 10k x 128 KiB = 1.25 GiB

M CPU #[E (PCIe Gen5, £ 50 GB/s 3FR): = 25 ms

EF prefill: 2 x 8e9 x led = 1.6eld FLOP, ¥ 600 TFLOP/s BXME/ =~ 270 ms
- FELEFRY 10 &, LTEK. BAEA, ZEEX

e FRRESEI: LMCache (VLLM 48K KV ZEE, CPU /& / imi%/El) . Mooncake Store (Kimi
89 KVCache-centric 2244, F|FEEF= MY CPU ATEH] SSD, RDMA f£4). SGLang HiCache
(GPU — CPU — 7ZfiE =%k radix cache) . NVIDIA Dynamo KVBM (KV block manager).

o &k API YA : DeepSeek B ETFXHERLEE. Anthropic / OpenAl B prompt caching (&
DMIERIBITIT)

* KVEfL (FP8/INT8) th2—f “UH" . REEME. attention ZHEEF, BEBERKR

Mo

4.3 Chunked prefill: 18 prefill tJi£ZEi# decode #t

JRES | VLLM: token budget WiF% prefill SGLang: PrefillAdder 5 chunked req

fBR P4, K prompt B9 prefill —xZHJLEZF, HAEIF— GPU LFrE decode i5RE=1E,
ITL HERIE, Sarathi-Serve (OSDI’ 24) 1B prefill VIRKEIE A/ chunk, &% K =FrE
decode token + —4> prefill chunk, /&% token budget, X#¥ decode KA KATEPAZE (stall-
free) , T prefill chunk IE3F1E decode #t “IZRM" MBI,

419 Py

A/B/C BRI [ | S = 1 prefill ) [ ] ]
Chunked - GPU dec+1k dec+1k dec+1k dec+1k
A/B/C BEEIBYHIL | | | [ | | ]

L: F53. ER X 4k prefill 5 — /AL%TJC, A/B/C H decode =8, F: chunked prefill, &X%RES

decode + 1k B9 prefill chunk, BFXTK—mm, BRBEET,

o M. chunk @), ITLHEFER, B prefill ETE (81 chunk EEFFEZ#i chunk B9 KV,
GEMM Z/\), X M TTFT K, E M token budget 2 2k-8k, #R#E TPOT SLO i,

e 5PDHBMIXR: chunked prefill 2 “F— GPU RffEtE] MRS , PD B2 “MEFRE GPU
== iE ERIRREE" o HUVRIEERE R chunked prefil EEFIE T ; B VLLM V1 FEIAF B,

4.4 Prefill-Decode 535 (PD disaggregation)

JRE% | VLLM KVConnector %[O Nix1Connector LMCacheConnector SGLang PD prefill.py decode.py

mooncake/conn.py NIXL API Mooncake Transfer Engine

Inference Serving - kzhoulatte
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https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/kv_offload
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/mem_cache/hicache_storage.py
https://github.com/LMCache/LMCache
https://github.com/kvcache-ai/Mooncake/tree/d01447808d10af78011e9203d53796a15a032a03/mooncake-store
https://github.com/ai-dynamo/dynamo/tree/6e55febf747467dbd8d1006ad0e21bcda0dc9ceb/lib/llm/src/kv_router
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/sched/scheduler.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/schedule_policy.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/kv_transfer/kv_connector/v1/base.py
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/kv_transfer/kv_connector/v1/nixl
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/kv_transfer/kv_connector/v1/lmcache_connector.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/disaggregation/prefill.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/disaggregation/decode.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/disaggregation/mooncake/conn.py
https://github.com/ai-dynamo/nixl/tree/2170648a6b149bb484f390a71275848a3c2a8af5/src/api
https://github.com/kvcache-ai/Mooncake/tree/d01447808d10af78011e9203d53796a15a032a03/mooncake-transfer-engine

R P4, FHiLFRMERTTLUINILEFHFITE. B 48, prefill  compute-bound. X1l
TTFT; decode  memory-bound. %1 TPOT FlA#t, HE—IER, TICELABEERERD
SLO zZjal%Zth. DistServe (OSDI’ 24). Splitwise (ISCA’ 24). Mooncake (FAST’ 25) g
ITREIREH GPU i, prefill B52/EHE KV cache i@id RDMA / NVLink f£45 decode 524,

DistServe R &H7EEHF SLO TRZAIARSS 7.4 FHIIEK,

__________

Prefill st

|
1
1
. o NN |
|
|

Prefill 3£5l 1
TPEK - K chunk
compute-bound

@ :ﬁiit token (£ router HEXE)

Decode 3Efjll 1
Kitt - Z=EP
memory-bound

Router / Proxy i Prefill 3£f5ll 2
Client FiEat + 18 i
o 3% P A D 5251 N o \\ ______________
(3 KV blocks

KV fZ5E
NIXL + Mooncake TE + UCX
RDMA / NVLink, ZERE#ik

PD B EBRIBIE . BEH28ERE prefill M decode £ (FEaigerMMAE) ; decode imATNEE KV =ial; prefill
ZEHETEE KV @3 ROMA BHiZE# decode in 27 (AISIHHREE) ; Z/5 decode iRihiiERL, MztiRE]L,

Y

o TTFT 5 TPOT fi#%8, {B#E SLO, goodput
=Fto

o FMAILIAAREHITE: prefill B TP [
TTFT, decode FiK DP + % EP #ZAH#t

(DeepSeek FLEXHE, W05,

o P:D LbBlFRGEIRIIYT 48 (K prompt ZRLZ N
P)o

o FILIAAREREH (WEIENRMP, EFFHR
REYRM D)o

R 5EBFMG

o T KV: 70B &R 4k prompt £ 1.25 GiB;
5K 400G M££9 25 ms, 8 EH1T43 ms, F
E RDMA FZXE KA gemifE,

o RFZEZ: MELG. ERH. KWBE. KV4E
i [E Ao

o /NEB XE prompt. /NEETNEEIR,
chunked prefill EXI&,

e I vLLM B9 KV Connector 3% (NixlConnector. LMCacheConnector.
P2pNcclConnector. Mooncake %), SGLang B PD 1z (Mooncake / NIXL {4/ +

bootstrap #£3F), NVIDIA Dynamo #1 llm-d 7582 4%HE PD,

o H—BHIRS: EPD (BZIEE encoder ik ZE, M 09). AFHE (attention 5 FFN/Z RS E
B GPU, FlEIFT58 MegaScale-Infer. FEXE/R Step-3 BIAFD), AFHHPRE “WEIIFEIDIE

BNFAEEBABRERESENREL” o
4.5 1EH1REY (Speculative decoding)

JRE3 | VLLM eagle.py ngram_proposer.py

EAGLE BEA Medusa

Inference Serving - kzhoulatte
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/spec_decode/eagle.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/spec_decode/ngram_proposer.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/sample/rejection_sampler.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/speculative/eagle_worker_v2.py
https://github.com/SafeAILab/EAGLE
https://github.com/FasterDecoding/Medusa

i8R P6, decode /)\itES GPU BHAREIRNE, WIIE k 1 token BIRLAFIER 1 N 1F—# (#=2

F—IBINE), T BEENSZERE K1 token (draft), BiLBRER —REIRFITIIE, %

ZREMNIEMTLS, IMIEFREESE —MELME BRI REFEL—1 token, FIELREF
(rejection sampling) MIEZHIMTEY, MHDHSBIMERSEL—H (Leviathan et al. 2022;

Chenetal.2023),

EFx

e

- the cat

Draft o
k=4
) e sat - iﬂr?lx the - mat }—{
n-gram / MTP

1
+4 tokens, BANT—%

T J

—RAIEIIE k+1 MIE

$£% sat on the v $E4E mat X — R4 rug

—RIBNE, draft 18I 4 token, BFFEEI—XHIAIIE; #i 3 MEES, £ 4 MEEs, BFEEEZUEER
EiE, HE# 41 token, FET 1 XB4Ra0M@ (90 draft FEH) o

BFRIGITEALERIER token 1 = (1 - an(k+1)) / (1 - a)
ffl: a = 0.8, k =4- (1 -0.85)/0.2 = 3.36 1 token / XEITHIA
SCRRAME = HAEE token #0 = (1 + draft FFsE&GEE + WiFEEE token ZHMIFFE)

. ______________________________________________________/J

73iE

Jh3T draft {55

n-gram / prompt lookup

Medusa

EAGLE / EAGLE-2 / EAGLE-3

MTP (Multi-Token Prediction)

Lookahead / Jacobi

+ ABHEI A L R M A 18

Inference Serving - kzhoulatte

DRAFT MBE

[E tokenizer B/MESY (90 1B 45 70B $TE7%S)

M prompt BRI A B TR fE4E

EERRERF R LMS Nk, 2

+1, 2 U E

ZEMEREIL, HABIMER RIS
(EAGLE-3 Rt & Z E4F1E)

1A 4RBY B H Y% token FIUMIESR
(DeepSeek-V3. 4 Qwen /GLM / MiMo #&
7))

BrREE S HITEAREN

# o = 1 draft token HyIES

=

WA, ERFINEENREE, IMERSKIE
BHTWEBRE o

k. BEEF; IEHE. RAG. HEF
“HHABEFBN HNIRREN

FEIGL; RPRIEE + tree attention 18
IE

BEXRE, SGlang/vLLM T HAE;
EAGLE-2 h&SEFi

TESil draft; DeepSeek-V3 R 2
token %524 85-90%

7 draft, BUEDEER/

KitE6 GPU B#%F1F compute-bound, ZIIER k 1 token RE “GREE” , HIELLRY token 2
HRZR, BmRREEE. FREEIEN o . ALEFRAERABEISE k XA ; EIHHE
BEME “IRAAERS AR, ES&RHAL. ERHRNIFR” .
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4.6 Kernel 5 runtime: {BE—% iR

R P8, P9, HAEFIFERE “BHA” , kernel # runtime RE “BEZR” . B# kernel
RIFNIERBE—E decoder TN, BEE—F R TH kernel. ER compute-bound
X2 memory-bound. FEATLIRES .

attention F&2

[ Add + RMSNorm

HERE - Bt

QKV GEMM
FP8 / FP4 GEMM

Attention
RoPE + § KV
reshape an? cache Pl R
e decode: paged / MLA

MoE

7B

All-reduce
T OPO  custom AR/ NVLS
+RBi& RMSNorm

|

-F_E e ] .. T GrOI:ped GE(:/IM 3
_to-. gate_up * down
x nféaYers all-to-all + 14X e

RE—EE

Dispatch Router / Gate
DeepEP / all-to-all top-k + softmax

)

x
LM head GEMM
vocab 15 5+

Sampling
top-k/p THEFIELRIF

+grammar bitmask

—= decoder (MoE #£3!) £ decode BIEY kernel 5, EEE GEMM 2£ (Tensor Core) , 482 attention, £
BEEE, BEEUUHWHEIEN/) kernel, RLERBI—/) kernel ERUEBEEREN 1-2 4 launch; BEH
#7 CUDA graph RHlIp—x1E3.

EAE kernel: EFRMTA. AREI, IR

Prefill attentio

n

FRD R

O(N?) it
B, THEM
ENXN 9
B

Decode / paged attention BNMERR

MLA attention

Inference Serving -

kzhoulatte

11t
query, KV
BCEESD T
block £;
/Bt SM
Iz

latent 4
512 + RoPE
64,
decode B¢
2 R
ati'3-7

RERELIPEER

FlashAttention: 433k + online
softmax, QIRELE SRAM, fEIFE
K/V R, FA2 BIFHITRIS (BRFEHISR
| thread block) ; FA3 (Hopper)

A TMA BZ#RIE + WGMMA + warp
specialization (4£7=%& warp %K

#E. JHEEHE warp &) + ping-pong i
B2 softmax; FA4 (Blackwell) H
CuTe DSL4RE, FIA tcgen05/TMEM

¥2 block table [El#%3% KV; split-KV

(Flash-Decoding) BFFITISHE)A
£4; Flashinfer B4—H block-sparse
I + IBITRS plan G 9,
cascade attention It HEFILERIF—
YR TRT-LLM B9 XQA $+3F GQA $E[E)4H
query head &F— tile

FlashMLA (Hopper /Blackwell, &
FERhRZ & DSA /) ; Flashinfer
MLA; HEIBBHE W_UK IRUGHE Q.
W_UV IRG# O, attention BiE7E
latent £& (MQA#:3()

REAN

FA2 kernel FA3 hopper/

FA4 cute/

decode.cuh prefill.cuh
schedulexr.cuh cascade.cuh

page.cuh TRT-LLM XQA

FlashMLA &0
FlashMLA csrc

vLLM MLA backends
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https://github.com/Dao-AILab/flash-attention/blob/4616f5116d33e3ba3cbb71d582caffcfcb49649c/csrc/flash_attn/src/flash_fwd_kernel.h
https://github.com/Dao-AILab/flash-attention/tree/4616f5116d33e3ba3cbb71d582caffcfcb49649c/hopper
https://github.com/Dao-AILab/flash-attention/tree/4616f5116d33e3ba3cbb71d582caffcfcb49649c/flash_attn/cute
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/attention/decode.cuh
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/attention/prefill.cuh
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/attention/scheduler.cuh
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/attention/cascade.cuh
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/page.cuh
https://github.com/NVIDIA/TensorRT-LLM/tree/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/cpp/kernels/xqa
https://github.com/deepseek-ai/FlashMLA/blob/395cb3afbb331fef7b1b21e9340861b9436b42d8/flash_mla/flash_mla_interface.py
https://github.com/deepseek-ai/FlashMLA/tree/395cb3afbb331fef7b1b21e9340861b9436b42d8/csrc
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/attention/backends/mla
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https://github.com/fla-org/flash-linear-attention/tree/035f54b64e22abdb640725b3cf13db47d33692c5/fla/ops
https://github.com/state-spaces/mamba/tree/e9594ce1c732d97440f0332fdc43170a2294dbfa/csrc/selective_scan
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/mamba
https://github.com/NVIDIA/cutlass/tree/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/cute/tutorial
https://github.com/deepseek-ai/DeepGEMM/tree/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls
https://github.com/NVIDIA/cutlass
https://github.com/IST-DASLab/marlin
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/moe/marlin_moe_wna16
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/fused_moe.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/modular_kernel.py
https://github.com/flashinfer-ai/flashinfer/tree/78420faf3092e2b9f617551e214e3eddd7dfec91/csrc/fused_moe
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/custom_all_reduce.cuh
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/kernels/aot/csrc/allreduce
https://github.com/deepseek-ai/DeepEP/tree/f6aa38fe06cd4a0489e7730365d4e0114970a2f3/csrc/kernels
https://github.com/perplexityai/pplx-kernels
https://github.com/NVIDIA/nccl/tree/3e46c089f4ae4732722a419eb6096aead7e47a30/src/device
https://github.com/microsoft/mscclpp
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/layernorm_kernels.cu
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/activation_kernels.cu
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/pos_encoding_kernels.cu
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/cache_kernels.cu
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/sampling.cuh
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/sample/ops/topk_topp_sampler.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/sample/sampler.py
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/cudagraph_dispatcher.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/compilation/backends.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/model_executor/runner/decode_cuda_graph_runner.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/determinism/batch_invariant.py
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/batch_invariant_ops
https://github.com/mirage-project/mirage
https://github.com/HazyResearch/ThunderKittens/tree/67845f5fa48d05343dbbc1ba1403f11061f08d2d/kernels
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https://github.com/triton-lang/triton
https://github.com/tile-ai/tilelang/tree/cc903dcb9ed0012d04e784f6c348742cc747bfb9/examples
https://github.com/HazyResearch/ThunderKittens
https://codewiki.google/github.com/flashinfer-ai/flashinfer
https://codewiki.google/github.com/Dao-AILab/flash-attention
https://codewiki.google/github.com/deepseek-ai/DeepGEMM
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/quantization/fp8.py
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/quantization
https://github.com/vllm-project/llm-compressor
https://github.com/IST-DASLab/marlin
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/attention/backends/mla
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/mamba
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/single_type_kv_cache_manager.py
https://github.com/fla-org/flash-linear-attention
https://github.com/deepseek-ai/FlashMLA
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/parallel_state.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/device_communicators/all2all.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/data_parallel_controller.py
https://github.com/NVIDIA/Megatron-LM/tree/f44e54a36e62a1e2e08a0c2f2c3d673e20fc4057/megatron/core/tensor_parallel
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https://github.com/mlc-ai/xgrammar/tree/ca1acf28bf35b9ba9092800b69aebc7d4ce1f7a7/cpp
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/structured_output/backend_xgrammar.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/constrained/xgrammar_backend.py
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/tool_parsers
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/function_call
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/lora/punica_wrapper
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/lora/lora_manager.py
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TA EP FTEEXRAM

MTP &R NENREEZENEEES WA EIEY draft HERHARD
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TR BUAFE At AaXFIRIE (BFRRE) EHE A LRI

[RE FP8illZR (3R%K scale) FRAFIISR AR S HIREEEA FP8 INE SR scale GEMM
(DeepGEMM) , TEFINEN

MoE i IR E ATt 5

o T7F: 671B &I FP8thEL 700 GB, E/VE 8XH200 HKEN. FIEERPEREETE, FAEM
token #BRIBERRFHEMEME X,

¢ decode B3EZR GEMM #h/r: #LE B 4> token, 8MNiEk MER, FHIENMERRHE B-k/E
token, DeepSeek-V3 7E B=64 BY: #HENER =~ E- (1-(1-k/E)"B) =222 (JIF%
&), FHENERREN 231 token, ERE/LFERLEEZINE, AE Rk BIERESE
— & memory-bound,

* BE: ERHOEARGPU L, B MoE BERMX all-to-all (dispatch 1 token RLAER,
combine B£RULE]) , EHEHHREEK,

o HIEFIY: AITEXKAEN GPU B, BNMEERIEMIKR. JIZRBIEILUA capacity factor
= token, HIERIREER.

XERAR: AR EPIESERMUMHA

NRIM 256 MERDE 128 KF L, BKERK2IMER: BEEETEERKY HEAES), RN
2BFABEIERM token RILREVHER L, SN ERVERHT K, GEMM BEIEHX, Xzt
& DeepSeek #HIBRLZHIZLEE: attention AEIEHTT (DP, SFLEHCMIEK), MoE
BARIEERHT (EP) -

DP: BEHIER +KV grouped GEMM

k/—\‘ _______ Pad
Gate / Router
253
GPU 1 - attention £ token 3% top-k s
R grouped GEMM
DP: HIHJAER +KV +1E
K\J ————————————— ~.

e ) ()

, e R I R R
[ GPU 0 - attention } I, SEEEE [ £R 01 (D) ]

Combine

all-to-all
DNALRFE R R
O

—* MoE [ZHY¥XER (DP attention + EP experts), =ikt B DBIEKM attention # gate; dispatch A all-
to-all {8 token REIERFIEMNF; LR grouped GEMM; combine B all-to-all {45 R # gate AREMEFEF,
HEERELME, AISBEEE.
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MoE serving BYI A%

B}

all-to-all ig

R

DeepEP (DeepSeek FFiR)

i EA

ME kernel: normal (&M, BT prefill, NVLink+ RDMA%:%)
low-latency (46 RDMA, AT decode, hook BEARLA SM, EFMit
HES. %75 CUDAgraph), [AZEIEH Perplexity 89 pplx-kernels. &F
NVSHMEM #JSEE]

BIETERRRE Two-Batch Overlap E— MR, —NMEM attention / ERITER B — P EM
(TBO) /HitES dispatch / combine
EROHFY EPLB (Expert Parallel Load RIBFAIHER I ERESIKTTREIZ (DeepSeek prefill BYA 32 MRE
Balancer) xR), HEMER, PBEN (CETRANE) S2BER,; AIELERNE
=
ER GEMM /hifnf¥ Grouped GEMM DeepGEMM $21# prefill FARY contiguous #/E#1 decode AR masked % /3
(DeepGEMM, CUTLASS. (FIREITE, f@F CUDAgraph) ; FP8 4B4I[E scale
Triton fused MoE)
MLA F4F# TP DP attention MLA #9 latent RE—1%, TPt head 28| KV; AT FMIILIEREFE
KBy attention, KV RAEE
BEERB FP8/FP4 ERIE ERNELHLAID, BEHNRERKA
B RN PSR I EE AN S5 M EP/ TRER FERAR—MEEIMN, BEFFRRA, FETRIBSRERE
EEIIEEEEE EﬁfTIZEER
witm L e |
it s T

i
1
' 1
T80 e |
1 1

TBO - &f5 dis dis comb comb 1
a ,

— MoE EHYBYIE -

Two-Batch Overlap, E: S#HEIIHEMEEHRTT, GPUEENL, T HFAHE 1. 2, — T HBESS—1T It
BEE, Sia4EE.
/BB | VLLM FusedMoE layer VLLM EPLB

vLLM DeepEP low-latency DeepEP high-throughput

SGLang token_dispatcher SGLang two_batch_overlap.py SGLang eplb/ DeepSeek eplb.py

DeepEP kernels

ZZffl: DeepSeek-V3/R1 H& LHIRRS

DeepSeek 7£ 2025 &£ 2 A Open Infra ARG—XAH T & LRFHDR, SEILHH MoE
serving E4FRIGIF
* PDRE + FREAHITE: prefill MESMHBRT4MTR 32FK), BHEREP32, MLASH=E
ZR DP32; decode MEEEEIT 18 M= (144 k), EP144, DP144,

o HE: prefill BXHIES, decode 3 attention YR FERH 5 FTFKNES,
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/layer.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/prepare_finalize/deepep_ll.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/prepare_finalize/deepep_ht.py
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/eplb
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/layers/moe/token_dispatcher
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/batch_overlap/two_batch_overlap.py
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/eplb
https://github.com/deepseek-ai/EPLB/blob/d52c72d5b2f2fb4c41afbf8eb21366820239913d/eplb.py
https://github.com/deepseek-ai/DeepEP/tree/f6aa38fe06cd4a0489e7730365d4e0114970a2f3/csrc/kernels

o IS prefill decode fl attention FEBDHIIEER (ERAR. KKV ERESERES
FRiEK) o

o LR (XAFEF, H800): FiYETim prefill 89 73.7k token/s (& cache @) . decode £3 14.8k
token/s; IEILEAFEZE 545%,

* SGLang FIBAREFSTE 96 3 H100 £FA PD 73 + K¥UE EP FEREM, 2k MIABIEST =L 52.3k
A\ token/s. 22.3k it token/so

i#3E | DeepSeek MIBRZMIN -~ SGLang K#E EP BE DeepEP - DeepGEMM EPLB -

HUERBEM (GB200/GB300 NVL72) 18 72 Rii#—1 NVLink 5, 3 EP RY all-to-all BJA5e 2
iE NVLink, ZHATBA MoE BENE RIS,
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https://github.com/deepseek-ai/open-infra-index/blob/main/202502OpenSourceWeek/day_6_one_more_thing_deepseekV3R1_inference_system_overview.md
https://lmsys.org/blog/2025-05-05-large-scale-ep/
https://github.com/deepseek-ai/DeepEP
https://github.com/deepseek-ai/DeepGEMM
https://github.com/deepseek-ai/EPLB

S~
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AN ~, N <

LLM DR o bp i ~ - _
fﬁ/} \ S
s ®LoRA&ET S~ _ &
\ ~
3 \ ~
oty CIHIEN {:7) ]

® JF1Tiam @

9 06 7 - RHBUERE SR

06 ¥ REIRKIESE*

BN ZELRNEIRZE, RREHREREEMN: L LT GPU. ZMEEL, PD A M. B
WML, FEREN. BERE, X—E098E 0 orchestration / control plane, EAREM vLLM /
SGlLang, MEEE—E5|ZLfl,

——————————————————————————————————————————————

Prefill itb
N L
O

1
1
1
1
1
|
1 \\ :
; Sy S KV it i
KV fZ4 - HBM — DRAM — SSD 1
1 1
Clients API Gateway HEIERIX / Router i ,'I Meeneete |/ Ltcadiz ]
RIF3 / agent YA - PRI - ITER KV R0+ SAERRA ) ]
& LT LoRA RS - ikt Decode it o !
L M AR (RTESHL EP) !

1 v o
i : ! :
! CE RN LT T T TR EREER P

TERE + EENE :
pmmmmmm—e- R e D T T .
| wm | . :
: Planner / Autoscaler Metrics K8s / IAFE2E 3
E FTTFT. TPOT. A% Prometheus - S LWS - $R$MREAD ]
. 8 P. D EfIER KV S - BAFIKE WEEF - 5k !
1 1
: 1 i/ @ J ;

.........................................................................

BB R, APIRIRASTEMN. PRIA. 118, HIEMX (BRE8R) 1% KV snFPAlfaEEsefl; S2f#Z PD 53t
EEMSE5IA LeaderWorkerSet FATU4HE; OB I0 KV MESKAIBIHZRIZ; EHIERIE SLO HEIRT 485 itk

BRER: P ERHN S SO G AAN

JR83 | Dynamo kv_router Dynamo kv-router crate 11m-d EPP (&) SGLang Model Gateway (Rust)

AIBrix gateway Gateway API Inference Ext.
o ®if | RMEERIBA—FITHEIREEA, 714k cache JLFERM,

* HiEtE | —HRFRSHT, ERARIIEENLFETE.
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https://github.com/ai-dynamo/dynamo/tree/6e55febf747467dbd8d1006ad0e21bcda0dc9ceb/lib/llm/src/kv_router
https://github.com/ai-dynamo/dynamo/tree/6e55febf747467dbd8d1006ad0e21bcda0dc9ceb/lib/kv-router/src
https://github.com/llm-d/llm-d-router/tree/650aa52278d345f6075fb09523299d2733e3c3b4/pkg/epp
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/sgl-model-gateway/src
https://github.com/vllm-project/aibrix/tree/68a2d4922316e56ea86080b8ee96c2e3d6e45cb6/pkg/plugins/gateway
https://github.com/kubernetes-sigs/gateway-api-inference-extension

o KV EHBEH: HRAE[AEIFSDERGIET 7L block (BI5I1ZE LIRMI KV B4, R radix
tree), WEMEBELGIE “earhelE 8 prefill £ - AFAN” . FR: NVIDIA Dynamo KV
Router. llm-d &9 inference scheduler (prefix-cache scorer). SGLang Model Gateway (/& sgl-

router) BY cache-aware 5B&. AlBrix router,

* Kubernetes #5#fk: Gateway API Inference Extension XY InferencePool #1endpoint
picker, 3B “HEEVRANANELG)” AL K8s XMV B=, IIm-d FEFELI,

a5 R5h

JR88 | Dynamo planner AIBrix controller production-stack LeaderWorkerSet
e FUMA GPU FIBZFELES: decode A nvidia-smi B9 util JLEE 2 100%. MEFIKE. KV EH
K, TTFT/TPOT B9 SLO %49, PD £EA PF1 D HF Y (Dynamo Planner FL2HX 1) o
o XBRmhEER: HE GPUTH > IR (JI1+GB) —» MEMNE (JLE GB, MIIREE — &t
NVMe — £7F) — torch.compile / CUDA graph i, L{tFEE: WNEMREIT R HITRIUIMNE
(Run:ai Model Streamer. fastsafetensors). TimI8] P2P 3 &INE. HiFEF. GPU HIZRE
(%0 Modal B9 GPU memory snapshot. CUDA checkpoint),

* ZIRBHEA GPU: VLLM B sleep mode (BHANE / KV E7F, #RMEE). % LoRA. RFEMEH,
BEEKERE,

QIR

* —NEEEP KA 18 MR REY, ER—IKRHERENLAINE, TERROE. REFFR. BRE
i, TREZ.

* ERIEFH: Llumnix (OSDI’ 24) 7ESLBUESERNESIER (ERKV), BFHEHE. BREMMHE
Tko

* AEHIIE: Batch APl (B4fESS, 24/ WA, BEFMN) EFRE; MARILELIBERE

o
SEHENFIEINE

mE KR E I xH2EE

NVIDIA Dynamo NVIDIA (2025 GTC FFilR) -5 S0 PD 938, KV BAIEE. KVBM ZK KV, NIXL &5
HEIRELSS Planner Bah# 48; /GiRnAl#E vLLM / SGLang / TRT-

LLM
Um-d Red Hat. Google. IBM. K8s [REM S ETF vLLM + Gateway API Inference Extension; HiI4%
NVIDIA. CoreWeave & IR BRFAE. PD OB, mMEP AR

AlBrix FHBED, vLLM 71X K8s ERY LLM LoRA B2, LLM T A autoscaler. BH. 9% KV
EHImE cache. $#4 GPU

VLLM production-stack VLLM #tX + LMCache SEIER Helm. B&H. LMCache. mI¥MIME

KServe CNCF K8s =BRSS5 InferenceService CRD, LLM iZ=&H lIm-d
T
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https://github.com/ai-dynamo/dynamo/tree/6e55febf747467dbd8d1006ad0e21bcda0dc9ceb/components/src/dynamo/global_planner
https://github.com/vllm-project/aibrix/tree/68a2d4922316e56ea86080b8ee96c2e3d6e45cb6/pkg/controller
https://github.com/vllm-project/production-stack
https://github.com/kubernetes-sigs/lws
https://github.com/ai-dynamo/dynamo
https://github.com/llm-d/llm-d
https://github.com/vllm-project/aibrix
https://github.com/vllm-project/production-stack
https://github.com/kserve/kserve

=

Ray Serve

LeaderWorkerSet

Mooncake / LMCache

=
=
=
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HR

Anyscale

K8s SIG

Moonshot +i&%E /
LMCache FIBA

NVIDIA

RE L

Python [R4®Y
BRSS 4mt

%15 = Pod 44

KV S &4
=

AR EREE
i

KPERED

ZIRBIAS. BEhY 48, Ray Serve LLM £ vLLM

—MEESLFIESVREARKAE. BEER

Transfer Engine (RDMA). 73753 KV store; ##
VvLLM. SGLang. Dynamo %

4t— GPU / CPU / i Z [BIB9=Z 1546, PD 7EEI KV
s R ER
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https://docs.ray.io/en/latest/serve/index.html
https://github.com/kubernetes-sigs/lws
https://github.com/kvcache-ai/Mooncake
https://github.com/LMCache/LMCache
https://github.com/ai-dynamo/nixl

FESE - 7-(@H
A - Code Wiki i
£TH

gl Sl

@ Ei&t Roofline L[//?fff\

L 5507 & - {EPEIREZR HEZE3R: vLLM - SGLang )

07 LLM HIRIESE

5% (engine) HITREANLHIERAEE. KV EEMMIT, £—T8 orchestration fasz—&$34l,
EXREWIARZ vLLM 1 SGLang BIZRHFIX 31,

® SN fik

VLLM

fBiEiE O api_server.py @ async_l1m.py ® engine/core.py @ scheduler.py

® kv_cache_manager.py « ® gpu_worker.py = @ gpu_model_runner.py attention backend

G VLLM - Code Wiki)

2023 FEH B UC Berkeley Sky Computing Lab (PagedAttention i£3), ¥} PyTorch
Foundation HEIE, SEAMEHEERI WFRSIZ, 2025 Fit V1 22 A BAET .
2026 £ 1 BiZCMEE L Inferact (al6z. Lightspeed §i#% 1.5 2 cfhFi) Mk ib,

au .

.
AR ! EngineCore j#i2

p
OpenAl API server EngineCore {C{&EIF
FastAPl - "] Zi#i2 schedule — execute — update

)

l ZMQ

/ GPU workers

GPUModelRunner

Worker - GPUO ]

persistent batch

p
Processor / Scheduler Executor
chat template - tokenize M0 45— token FE B3#i2 / 25472 /Ra
SESTUIE PEIEEE

Worker - GPU1
---TP /PP / EP rank

I

KVCacheManager
block pool - BIZEMEZ

M- - - - <

[ OutputProcessor

i E=1% i .
128 detokenize - stop hybrid allocator

1
1
[}
1
1
1
1
1
1
1
1
:
i chunked prefill « #&#1
|
1
1
1
1
1
1
1
1
1
1
1
\

FlashAttn / Flashinfer / MLA

Y eV U SV VNV V= V=i

1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
;
TR
torch.compile + CUDA graph
)
\

________________________

_______________________

VLLM V1 #1245, siim#iE (ATZ APlserver) i HTTP. AR (tokenize. ZIEASTIRIE) FiaHabiE
(detokenize) ; EngineCore @M IL#7i2, M—MCIEIF: AE - 1T > BIFKZ; Executor IBEF TR EIEK
GPU Y Worker, #72ia]F ZMQ + msgpack 3&f5, it CPU L{E5 GPU Hii7H1T-
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/entrypoints/openai/api_server.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/engine/async_llm.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/engine/core.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/sched/scheduler.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/kv_cache_manager.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/worker/gpu_worker.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/worker/gpu_model_runner.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/attention/backends/flash_attn.py
https://codewiki.google/github.com/vllm-project/vllm

o i HABERS (XA, ZiEE. embedding/reward / pooling) ; BEF&RI™ (CUDA.
ROCm. TPU. Gaudi. XPU. CPU, LI vllm-ascend Z#Eft) ; HEfE{LAY KV connector (PD %
). attention backend. £ 7%, &S (EAGLE. MTP. n-gram) ; % LoRA; #itfkia

H; RLER (sleep mode. WEMREH),

e [EiA: vLLM-Omni (ZEEER). llm-d. production-stack. AlBrix. llm-compressor.

guidellm (EM). semantic-router (EEERH).

SGLang

fBiElE O http_server.py (@ tokenizer_manager.py

(® radix_cache.py = ® tp_worker.py

(@ SGLang - Code Wiki>

2023 FERHE B LMSYS (Berkeley / Stanford &), &4

@ model_runner.py

® scheduler.py @ schedule_policy.py

detokenizer_manager.py

HEMLEMRES + BRB1TH

(SRT)” , LA RadixAttention 8%, [G31E DeepSeek AFIR EP. ZifkiaitH. RL rollout A&
RAENSIEZ—, 2026 FiOFIBARLIL RadixArk (Accel §3%) , “k44EiAFFIR SGLang HF %

RL #EZ2 Miles,

TokenizerManager

HTTP server

H tokenize « ZIEELIE ZMQ
[ FastAPI ;)penAI API R }

ZMQ token ids

DetokenizerManager
4 88 detokenize

a—g—

Scheduler (£ TP rank) TpModelWorker
48ilt - RadixCache ModelRunner - CUDA graph
overlap scheduling Flashinfer / FA3 / FlashMLA

RadixCache / HiCache
BIZEH « LRU - DEEFE

SGLang iZ{TH #2845, TokenizerManager T FH#FZ2E1E HTTP 153K H tokenize, &iF ZMQ &% Scheduler; &
N GPU (TPrank) — Scheduler #12, REZPEIE RadixCache. #Bit. JAF ModelRunner; #itH token k%4
DetokenizerManager, B[E%| TokenizerManager ATiREl, ES&EAEIL CPU EET—#5 GPU itEH1T.

e JFm=: RadixAttention 5 cache-aware J#E; =7 overlap scheduler; DP attention + DeepEP
/ DeepGEMM / EPLB / TBO BIA#IIE EP; PD 98 (Mooncake / NIXL) ; EAGLE-2/3 $&#1;
HiCache 53/ KV; sgl-kernel B% kernel FF; SGLang Model Gateway (Rust 5HIERH2S)

* RLES: verl. slime. AReal. Miles E#BIE SGLang ¥E7J rollout 51% (M 08),

e HRB: SGLang Diffusion (BEf&/#SA%ERL). SGLang-Omni (ZMERIEES omni &8, TPU 5

i (SGLang-JAX)o

VLLM vs SGLang: EiXEAZE
HE VLLM

FST PagedAttention, R KV B7F

RISRETF block i6% (APC), BRIAFRE

RE V14— token & ; async scheduling
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SGLANG

RadixAttention + Bijif DSL, fREZ LLM F2FHIRIZRE
)|

radix tree, cache-aware JAE

overlap scheduler (CPU /GPU i7k)
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https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/entrypoints/http_server.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/tokenizer_manager.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/scheduler.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/schedule_policy.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/mem_cache/radix_cache.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/tp_worker.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/model_executor/model_runner.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/detokenizer_manager.py
https://codewiki.google/github.com/sgl-project/sglang

VLLM SGLANG

BRIB BWESEGES. mEES. BIEE (Red Hat, llm-d) DeepSeek 3 MoE AHMREBE. Lk, RL rollout
continuous batching. paged KV. chunked prefill. PD 23&. #£A4##i5. CUDA graph. FP8/FP4. % LoRA. OpenAl

API; #AZfEMA Flashinfer, FlashAttention. DeepGEMM FHE kernel, MEHIEEEERBRERMAFAZ TN, EiLRNFKE
B E EREAENN,

Hith5| %

Inference Serving -

JR8 | TRT-LLM py_executor.py resource_manager.py 1lama.cpp kv-cache llama.cpp server
(@ TRT-LLM - Code Wiki> (@ llama.cpp - Code Wiki)
5% FR EMSHR
TensorRT-LLM NVIDIA NVIDIA B8f5% £ kernel &&i# (XQA attention. Blackwell FP4. wide EP) ; RHEIEE
#@1%¥ TensorRT engine, 1.0 #2LL PyTorch FifAE; 5 Dynamo. Triton Inference
Server &£, R3Z#F NVIDIA
LMDeploy £ AlLab TurboMind (C++) +PyTorch SX5|%; W4A16 15 VLM ZHhF
TGl Hugging FFiR continuous batching B HASEI 2 — (Rust BSH + Python #R2Y) ; 1B#Ri&E 2025
Face FRENEIFIR, EFSISHEZBMER vLLM / SGLang
llama.cpp / Ollama X I 5ih%: CPU. Apple Silicon. Vulkan; GGUF £1¢; Ollama 71 E L iIRE &S
S APl, HEBENER
MLX Apple Apple Silicon ERY$RZAMELS, mix-lm AT AR
MLC-LLM CMU / OctoAl BT TVM FHFEZE, SN2 WebGPU (WebLLM) F1FAHL
R
KTransformers 754E MADSys CPU +GPU ®#3: HXK CPU N7E. attention f{ GPU, A MoE

DeepSpeed-FastGen Microsoft Dynamic SplitFuse (5 chunked prefill BE&HEE) , BV EH

Modular MAX Modular Mojo 5 RYESHEF IR | E

TPU % Google & JetStream / MaxText. vLLM TPU i, SGLang-JAX

BRI EEH FIEE. f£A. RTP-LLM (FIE). MindIE ({245 8E). FastDeploy (AE¥¥K) F, BEFHWERE
BEF HRIER

Triton Inference Server ~ NVIDIA WBAEEARS 3 (ZHESR. ensemble), LLM %8 FEX TRT-LLM B9FTIH; IIAN
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https://github.com/NVIDIA/TensorRT-LLM/blob/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/tensorrt_llm/_torch/pyexecutor/py_executor.py
https://github.com/NVIDIA/TensorRT-LLM/blob/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/tensorrt_llm/_torch/pyexecutor/resource_manager.py
https://github.com/ggml-org/llama.cpp/blob/f3586e66bc916d672773d4a6505513ba91a3595c/src/llama-kv-cache.cpp
https://github.com/ggml-org/llama.cpp/tree/f3586e66bc916d672773d4a6505513ba91a3595c/tools/server
https://codewiki.google/github.com/NVIDIA/TensorRT-LLM
https://codewiki.google/github.com/ggml-org/llama.cpp
https://github.com/NVIDIA/TensorRT-LLM
https://github.com/InternLM/lmdeploy
https://github.com/huggingface/text-generation-inference
https://github.com/ggml-org/llama.cpp
https://github.com/ollama/ollama
https://github.com/ml-explore/mlx
https://github.com/mlc-ai/mlc-llm
https://github.com/kvcache-ai/ktransformers
https://github.com/triton-inference-server/server

= -— e = o e a
-
—-—o

@ HEPHHEZE

HEZ3#5: vILLM - SGLang

\
A
ot e \s
N O ©® LT ik Ev“gﬁ;‘
RL‘\%ﬁ%
® Chunked F4 /“/\
Memorv-Bound J¥ 1
% 08 5 - I RL ¥

08 Bills4EBAHIE: RL rollout E— SRR

HIES I ZARRARBRS AR, BIIGENREFNAR EHBEAMEHE:
* TE£4RL (PPO. GRPO. DAPO ¥): B—¥#ERLUARKAEN prompt £EMEHEIZE (GRPO
W 8-64 %), WIBREIMEIZ RN LT token,

o HIEAMSEIR: FSRERHtE 4R SFT #UE; rejection sampling / best-of-N #kES D HEZ,
* T4 reward model. LLM-as-judge th2# IR E,
o IZGHPEREN: SRETIEELELE R,

Rollout 5|
VLLM / SGLang
#F prompt n £X#F

Prompt $3EEE

Reward WIS %
raa N it F verifier « BTN Ry / h% FSDP / Megatron
B - AR5 - agent 55 RM - LLM judge fhpfEit - B9

% tool call

- WERS
m;{ / I,% / ?aidbox R e T CUDAIPC « NCCL 3%
ﬁ?jfggﬁﬂ;‘é%& resharding TP #%/5
=

RL IZRFR, rollout 5/% (VLLM/SGLang) 4£RE[EIZE, agentic 551X M sandbox VT A / IFIRZHIIE;
verifier 3 reward model $743; ill&k51% (FSDP / Megatron) EiE#; FXERZ[El rollout 512, HNT—F,
LEEEZENERY, e8—FHERSE,

Rk 1RENHIE > 1757 - HIEGHE
ERSE R ARG (HRAE) TEIRIES ) E 0T

HWIBEREE K CoT (JLFEIN AR SIERENREIERE S, BEHRE D rollout 1% decode-heavy; KEKE — step g
75 token) ATREE R HEKEIORE
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TR BUAFE

GRPO 44AF4¥: £ prompt R

n%

RIRE—PHEM

ZRWTIAMEA (agentic)

MoE %Eg + FP8 rollout

At AaXFIRIE (BFRRE)

FRBREXREE critic (AT L%

on-policy #3J

Wk agent EESEIFIR R TERESS

BAREAR 5 A A

MIELEBRSSHELL, rollout HHHAKRRE

EHE A LRI

n ZHZEEEL prompt — Fi4% cache SIS, #t

RBRAR, HIEME

WEBRS; #IE3IFEEATH. BK/ KOS
=

HES B S sandbox B AXHEREF; ZH KV ER;
SHREE

NEESHIERRA. HEFR— — off-policy EIE.
EREREINR. HREME kernel

logprob ZF1iIZR5 18 —3, TWER off-policy

FE— prompt B9 n FZEEFHZEEEL prompt  (Fi14% cache INEX)

#5445 GPU (colocate), BREMEILYE / WEIEE

HE LRSS RL ROLLOUT
Bix HEEMERM SLO — MR step MRRTEIRE (BRIENAEK)
WE KHEAFRE F—HEEH, FEREFRT
BiE i SEENA]
KESH KER5E KERE: DEEIZEKIA/LT token
CIE e 45 prompt
Bz & GPU
E MR
1. NERY

* Colocated (HE): JIFHEESNHEABRE—H GPU, JIZREIHIES | “BEER” (VLLM sleep
mode / SGLang release_memory_occupation KV HINERTF), HEEIIHERES
offload. M Ei@id CUDA IPC AIfRZSIE M LLA1HIE5|Z, M FSDP / Megatron 993 /50
reshard FEHEIERY TP 5B, verl 89 HybridEngine @&,

* Disaggregated (95): il4MMIERAH—H GPU, N Ei@d NCCL/RDMAT &, ZRFBAER
&, EASY RL; BARREEMR LR (5150 Moonshot FFEM checkpoint-engine BT H122K

REBIPRIENEEH) o

2. KB (straggler)

[ RLE, —1 step M MERKMWEIZE/RT, Hith GPU T4,
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[ - [E% 1-6 ZHEERE =R ..

E% 7 =R
[El% 8 BEEE (KE)
LR Z4F rollout [ update |
24 - rollout vO ARE vO/vl 4RE vil/v2 %R
- ( uptstews | [ uptatewz ] [ updstews

B -
R¥ vs 8%, L. BEY RL, rollout SIZAREDEESFAEFZEBEREIE, IFGtERESE. T: BF RL, rollout #F4:
ERFIETERIERRNRAI, IR SEE—MNhRZES" BIEE, 5127 step Z B EMINE,

® Partial rollout (Kimikl1.5): BKEIZLER, T—iEEEN.

o 3% /off-policy: AReal (2R + staleness #=Hl). verl/slime B9 one-step off-policy.
PipelineRL (EmRHIEEHINE).

o BNASFKHE [ @R DAPO HiRp2tERE (EWERFES) H4E, ZX—L prompt REHH#.

3. lI4R-HIBAR—2 (training—inference mismatch)

HIPS | ZH LM token XIS |1 B A —FIIEENMERTL—H: kernel FE. #ANF
FRSHWALNNIRFARRE. rollout A FP8 ill4kA BF16. MoE HERHMEMINIET FRIER, &R
2 “BX LM on-policy 32px_ERZ off-policy” , REHIINGFRBEEEFH.

o JIZMEH logprob, HAEZMRFEIE (NBEEEMRIFETIS)

* MokE EEHENK: 2R rollout BIE token AT HILER, JIZRET2HIFAERERA,

o TREM /AL (batch-invariant) kernel: Thinking Machines 2025 £ E (Defeating
Nondeterminism in LLM Inference) #5tHIFEMEERE kernel WALIRFRER K/ NT, T
FR2EWRM “GPUHXL” ; ZfE vLLM M SGLang #BMA T HEMMIBER (SIRK—LEMEEE),

4. Agentic RL IZ 3 H

o —SRHUBESER “EH - ETA - SHR - BER , FESE @BTML. HE NER
W) EAELLAERITIE, BESSEE, BN GPURE,

* ZEKREHXK sandbox (JIFMIREHZEEE / microvM), Nl 14,

o ZWZEIEEA KV (XIiEMME. i cache) ; RE “tokenin, tokenout” , #HREHIEXAE
¥ tokenize ®3H token 5 IER,

RLIERSENRHIHIES|EE

R85 | verl rollout/ verl checkpoint_engine slime backends/ AReal areal/ TRL v1llm_client.py

OpenRLHF SGLang weight_sync/ vLLM sleep mode (@ verl - Code Wiki)

HEZR FiR WS im ROLLOUT 3| =
g%
verl F¥ Seed FSDP / VLLM / SGLang BITHIZE + ZITRIRRARIERE,; HE
(HybridFlow i¢& Megatron HybridEngine; &£&&KX. BEETF vLLM-
X) Omni B9 VeRL-Omni, ZHFHIETS /i #uEs
B9 RL
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https://github.com/verl-project/verl/tree/8df5baeed0f5ecdd7f870d83bc3d79194816e2a9/verl/workers/rollout
https://github.com/verl-project/verl/tree/8df5baeed0f5ecdd7f870d83bc3d79194816e2a9/verl/checkpoint_engine
https://github.com/THUDM/slime/tree/540ea919e45b8b929198abce008a103be9cfc779/slime/backends
https://github.com/areal-project/AReaL/tree/d25f2929b2a1e962e9d366717fbf872ab46a4997/areal
https://github.com/huggingface/trl/blob/a03b8fe31d5f68b645ccf0d6b95c1f1245b5006e/trl/generation/vllm_client.py
https://github.com/OpenRLHF/OpenRLHF
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/weight_sync
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/docs/features/sleep_mode.md
https://codewiki.google/github.com/verl-project/verl
https://github.com/volcengine/verl

RS

OpenRLHF

RL

Miles

AReal

NeMo-RL

SkyRL / prime-rl

#HEX

Hugging Face

==
g / %:1%

RadixArk

198y / FLE

NVIDIA

Berkeley NovaSky

/ Prime Intellect

plE =y

DeepSpeed

Transformers /
Accelerate

Megatron

Megatron &

FSDP /
Megatron

Megatron /
FSDP

Megatron /
DTensor

FSDP %

ROLLOUT 3|

%

VvLLM

VLLM (colocate
5 server &)

SGLang

SGLang

SGLang/vLLM

vLLM / SGLang

VvLLM

vLLM / SGLang

R

ETF Ray, DEBEREE

5, GRPOTrainer %

GLM-4.5 25K RLAEZR; @AH | BFHER

E M AFHE MoE B9EIl4R RL HESR

2RW RL, EHSIIGTEMRRE

KHUE, agentic 5

NVIDIA &7

K2 agent £55 / EH LRI

A7 Thinking Machines 89 Tinker #8 “YIIZk + R#¥F" 6L API; BSIEIEF SHIRMHIE +

HRE—FHIARS,.
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https://github.com/OpenRLHF/OpenRLHF
https://github.com/huggingface/trl
https://github.com/THUDM/slime
https://github.com/inclusionAI/AReaL
https://github.com/alibaba/ROLL
https://github.com/NVIDIA-NeMo/RL
https://github.com/NovaSky-AI/SkyRL
https://github.com/PrimeIntellect-ai/prime-rl

Ve s s m

ry-Bound /¥ 1

® [oORA 1} ~ &
@ SRR @ Omni | 5%

ﬁ%ﬁfﬁ/ﬁ O Z I EHIX

%7"_ MoE
Wag® %

L %09 % - Omni / IG& EQNEES |

09 Omni / 1IBE /| ZIEETIRE AVHIRARSS

ZIRE DT ZEERAN (VLM, BR /080 B4 —> X&), BARFLUAA LLM serving, R
%Z—1 encoder; ZERMENH (X& +1BE. BBERK. any-to-any), REBZNZHWAH SR
X, serving BURISHWARA LT,

KRIFERBLEN . Thinker-Talker

L Qwen3-Omni Afl: &4 encoder (AuT) MFMBE encoder (SigLIP2) IBIMARIS/ER LA
Thinker (30B 25%% /3B EUEHI MoE LLM) 4RI Z; Thinker BIF2EURESE R4 Talker (3B
/0.3B #UEH MoE, # MTP Fiil% /= codebook) 4mLE4 codec token; TS Code2Wav (4
2 ZBEMIETRME) 18 codec token FRIGEUERZ, IRIRMAIL. EMLEMER Qwen2.5-
Omni. MiniCPM-o. Ming-Omni %; £XTHRA440 Kyutai B Moshi BEITAML,

WA Thinker Talker Code2Wav
=40 - B MoE LLM 30B-A3B | ERSE MoE 3B-A0.3B odec 0 BIRRR
R - XA KV cache - &£t +MTP % codebook R

#5¢ encoder
SigLIP2 - 5T

1
1
1
1
1
1
1
i
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
v

...................

O
S5
PCM / Opus 3

ZMER omni k& (LA Qwen3-Omni Affl) . S TMEEITEHETEAE: encoder 2 EEEANAEF,
Thinker @45/ LLM decode, Talker 2/MEE!SSH decode, Code2Wav B&FRfEE, MEEZEIRIR (chunk) B4
RiE, HFE—EBEIMREHRE,

Inference Serving - kzhoulatte

42



Omni / IBE: BB —» 715 - HERHLHH
ERSE

F—mSESEAN (557 W5

encoder)

—MREIBRRFRBIES

Thinker-Talker 25
RS ERMT

BEE4T codec: £ codebook
(RVQ) , F#+JLEI i

RESRENG N EREIN

FER. A7 codec fiRFS2E LAY HE

2WT (ArRrizit) BARXIEALL. FAIFTHT

}8%F LLM serving, MILERISZET
Ty B 5]

—MEE = ST RMMEBR TR BRAEAM AN HITH

K. BEFRTE; — I HMERE=

HEEEER KA

FEREIEEKE FREUIRS. codec token.
embedding 7Ei#12 / GPU / #1882~
Byl

At 2 SEBY R BPXROE—ERTIMZHRHE, U
RZE&sF<M (R underrun)

ZESTLIES Bl / TsmAER 48 TE CPU L;
—iKE L EILTMEB token

EWIERRZE EEGANTIAN, FAFRERYITY; &
MRIFEREETA (@045 80 ms)
it

TTS 156 4H % codebook (RVQ). BEZiE

BRfE

Inference Serving - kzhoulatte

At AaXFIRIT (BFRRE)

XAHIEFIEZT ERFEFRAIERRE,

A ERAIL

encoder 2IFBEINKEF, —KEJLEELTF
L token — prefill T ; encoder HHAIETE,
i #FAJRIZ encode ith (EPD)

—MERESZITEWNER, STMRIIKNSHR
TE; MEREIEEREIRES

S EMEE/L R Talker decode X Z4
codebook — /MEEL, HEBEST decode, launch FF5H

StbE, BZE CUDA graph / MTP —XFN%=E

chunk &K, EEER (TTFP) # RTF<1/H
BELR

BARIE + BE RIS + TTEREEUE; BEM “&
ML LA “SRRIMLSE”

{67

FERILIETTHY: ST MEBEBCHAERMNTE (ARMEKRER
VLLM /SGLang 512, FEARMEARERE), MERIUHERK
EIR[E GPU, ZAHDEER

EHEMR: #£ZMW7E. NCCL. NIXL. Mooncake (vLLM-Omni
B OmniConnector; SGLang-Omni 9 relay #83EmH)

MERIE] chunk BF P 3Z1E: Talker R%F Thinker 3#58; Code2Wav

FEB—IR codec token FifiERY (BELTXEBEGIES)

FMEZHIZH. encoder BIERE (A—KBEZHRER). 7%k
cache IBZIEERNARBFEH key. EPD 9B (encoder BJhpgith)

BASIE (SIBREEIE GPU). WebSocket / WebRTC 328 AP,
VAD SR SR, FTRBBHERFEU KV; AR BRI RS

delay pattern / depth transformer. /J\f&2! decode f§ CUDA
graph. #%#1EA embedding &1F
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TTFP (&)

Thinker prefill XAIRL XZSIR2 XAIR3

Talker codec 1
Code2Wav

&P IRRER

]

cocec iR2 codec #R3
[ AL | R | A3

BYiE -

WmIXEB, Thinker MIEER X AT, Talker BEFBAIRE—IR; Code2Wav RIS E—IRSZHAf5 5 ih 17 BNHE
M. B8R (TTFP) H “B—” BRAE, MASEM,;, ZERESHMNERRERTEKRRE (RTF<1), ¥

AR =

$MEX vs BEE i

~

{RE%: ASR— LLM — TTS

RIRpE. &R SiFE; BER=REM (&

B BEFRIESE

BEERNA BEETH) ;

B7E ASR &b EK, HEZR: Pipecat. LiveKit

Agents f135 VAD. %R, FTHF] WebRTC &4,

=t

HEE)iE omni / €W T

FERE(R. ERBENESER. Elmaii; Bk

SmER (ZMER. HARE. EHTR), T

WEM, &: GPT-40/Realtime APl. Gemini

TTFT (XX#AE token). TTFP/TTFA (BNESME). TPOT. RTF (AR + SHMATK, <1

Z8ESERY) . #EK underrun; FRE LR ASREEEMIEEE WER (FIEE). BiEABME

(SIM). UTMOS (B#AE) ; ASRHR$ZE WER A RTFx (E#MEZ DFEST) .

&SR
T

VLLM-Omni

SGLang-Omni

VLLM / SGLang / LMDeploy R4 VLM

NVIDIA Riva / NeMo. faster-whisper. whisper.cpp

Pipecat. LiveKit Agents

JRE | vLLM-Omni engine/ OmniConnector

core/

E L

VLLM EAIE (2025-11 %%5), BhE&RfLTi/KL, AR+DITES,
OmniConnector £f##8,
N T S2hY

Live. Qwen-Omni. MiniCPM-o. Moshi,

SGLang £SHZMENES / omni BT MEXTEIREE. relay HUEm
(shm /NCCL/NIXL / Mooncake) . W T5KEGEZEIF. ASR/TTS/ i

BADE

Elf% / 104 | SRR — XS, encoder BFE. ZIRAHIZ cache

ASR/TTS T R#IE

ZEomni, TTS. ¥H#. WMBARBRE, e

BE agent fHER: VAD. 3R, $THI. WebRTC, /FimiESASR/LLM/

TTS

ZoFIXRY | SGLang-Omni pipeline/

kv_transfer.py models/ (@ vLLM-Omni -

Code Wiki) <¢ SGLang-0Omni -

Code Wiki )
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https://github.com/vllm-project/vllm-omni
https://github.com/sgl-project/sglang-omni
https://github.com/pipecat-ai/pipecat
https://github.com/livekit/agents
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/engine
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/distributed/omni_connectors
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/core
https://github.com/vllm-project/vllm-omni/blob/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/docs/design/architecture_overview.md
https://github.com/sgl-project/sglang-omni/tree/74003d00f53e7f1a05593b556f21a31760a6fab6/sglang_omni/pipeline
https://github.com/sgl-project/sglang-omni/blob/74003d00f53e7f1a05593b556f21a31760a6fab6/sglang_omni/comm/stage_io.py
https://github.com/sgl-project/sglang-omni/blob/74003d00f53e7f1a05593b556f21a31760a6fab6/sglang_omni/comm/kv_transfer.py
https://github.com/sgl-project/sglang-omni/tree/74003d00f53e7f1a05593b556f21a31760a6fab6/sglang_omni/models
https://codewiki.google/github.com/vllm-project/vllm-omni
https://codewiki.google/github.com/sgl-project/sglang-omni

IVIULL i N

quf;t}aﬁ%\

B,
LG 1

Ples A\ HERE

SLAf e

\%10%'#%&(&?& dgu;“é?.%“/

10 ¥ ERIRBIHIE

Elfg / W40 | S50 BUEE (DIT %, W FLUX. SD3. Qwen-Image. Wan. HunyuanVideo)
HIMEIEA] LLM L BEREX R

HrE LLM DECODE 88

ERAR BHLER 11 token, T =HHK BONLEELEASR, PHEE (B 20-50, &i#/E1-8)

B (RH)
e EBEFEHER "7 (KGEMM + BEF5I8 attention)
K& KV cache R E g KV (REEEH) ; PESZEFHERBM, "IHEER
FHKE £ T token MSARAS: Wan 720p. 81 MiZ2 VAE (BYial 4X. Z=i8] 8X) #2X2 patch G4
21X45X%80 =75,600 4 token
FU31S ZT04R / token EGEED, MR- RS
HEabIR YRS EX AR (BIERBEL compute-bound), FEFTF/E
FIMFFEH — CFGiULBFEME (B&M+THM) ; 57 VAE FRIB2ERA
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Prompt
+BEE

1

IAMEFES x_T
latent FZIR

DIiT (B£H%)

F5IH1T - FP8

RN attention

X7 encoder CFG &R
T5 + CLIP + Qwen-VL 5= utuiEc-c )
DIiT (&%)
CFG H1TEI5—F
]

\

—

VAE fi#85
e 4R+ VAE FHT

=~

0
.-aln---------»
(RN

Scheduler step

\\
BENS —-==

"t x_{t1) Ef& / 1157

\
A
\\
VNV RSV

i BRIk, XK encoder RM—R; RREFEN D, 82 (£ CFGHY) BEFRMMIEFMEMR DIT; HHE
ZEERBTEWNEBLIERD block; &/5 VAE IEBZERIEBMGR. SMHTEUR T HNAINEFE,

8 REHE - R - HIEGH

TREUNFE

At AXFIRIT (FFRRE)

WEEE S DIT, EAFES B/ MR ESR—HNEE, FIEUE

BTE BEA

EREENE (8 / flow MgEZS A, RES ST
matching)

Classifier-free guidance 235 prompt BIFITIZE
=E4ELLRYSE VAE (8X8 & IR EE T ETIZRA token 3

i, 4x Bia])

KX A4E588 (T5-XXL. VLM) IR ME 7 prompt

i BEIERIIER AR

W& (RillgR)

FHIHT

Inference Serving -

kzhoulatte

7%

EEEAH AT
%A KV cache, §—FEBEITLE token 1Y
“prefill” — compute-bound; BiERFLEEIZTH

GPU, #tabBzAR

HER =N X B ; BPPIHERM - HIEET; %
TR N FEEIMIEL

BLEmE (B /X&%MH) - CFGHIT, &
guidance RBEIBLEHNE

MIUEETT token — FFIH1T (Ulysses / Ring)
S#HEERE; VAE B AE R EFIRE

IR GB B+ GB B1F;, REi—XK, AIHREMEIE
g} offload

iR

BEIFRIFAESE; RIE: LCM/ —BMAREL, ADD (SDXL-Turbo). WHRA G0F —45), BEE)ILk,

DMD /DMD2. FLUX.1-schnell gy/b&1&5Y AIREIRR SRR
DeepCache. FORA. A-DiT. TeaCache. First-Block Cache. BT PEIHERAEM, ZEREER L

TaylorSeer; [E: Cache-DiT

—3 8 block BtHIIEE; B 1.5-2X
R, BiYRERK

DeepSpeed-Ulysses (all-to-all #& head). RingAttention. ™ MSRERBIESFHITHI, attention HE

EHEH USP (xDIT)

ST LR
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]l 7% A

HithH17 CFG H#17 (B / THMMAHKR). PipeFusion (patch £k, RIERIR D YRA S
FFANBLRE BUERIAEMNME) . DistriFusion (patch 17 + JHd
HSUE) . TP VAE 347

FEH FlashAttention-3. SageAttention (INT8/FP8 1t KASAFEFIT attention 5 70%+ Bja], #%
attention) ; MSAMEELERS: Sliding Tile Attention. Sparse BipugEs A
VideoGen. Radial Attention

2% FP8 DiT. SVDQuant/Nunchaku (W4A4 + (#4592 RULESBF R & BEMES
{&). NVFP4
RiF torch.compile. TensorRT. CUDA graph; B##& adaLN iFHl. INDHEREY CPU FFEEEE
norm
BfF 2= CPU offload. VAE 931k / 93 B f#h5 if 14B-20B =B BIEHBRRAEF L

{8889 serving &24igit

e BRYMESAPI: £REHRTI, BERE “IRRX - B8/ webhook / RAHE" , MIFKERER.

* BFEREF vs PRHMAIE: 5—THRNEFR—IME, FEIERLERESLEEDHL (step-level
continuous batching) ; ERD P [ MEHEFEISH S 8. VLLM-Omni FESEI BAIELSHE AL
I,

* LoRAIIMMR: ERTE AP AEMEANIE LoRA, FEREMHSHS

° MIKLRfEHE. XA encoder. DIiT. VAE AJLAARE GPU / REH#HL A/ (AR+DITESEEEEE,
31 Hunyuanimage-3. BAGEL),

e 5LLMEARRS: BMEIMIAE (CausVid. Self-Forcing) I&MiBRAERHLELE KV, RESEATHR
HASR; ZERERER (U0 Genie 3. Cosmos ) B SIEIBETHKT At + KV cache + {KiE
iR” MRlRR, ¥ BUE=H#E! (LLaDA. Mercury. Gemini Diffusion) NBIBH{TERHRT XAE
o

515 BE/ BOMREIHIER. SWFE (it/s). & (images/s). BEETF; AAUIESE
mifyia]; Bi&& FID. CLIP score. GenEval. VBench 5 AT

HELe
= E I
Diffusers SELMEREE, FRET ARE R
ComfyUl TRATER, SIEEESZD, BWEER AP RS
xDiT DiT H{T#IES |2 USP. PipeFusion. CFG 1T
FastVideo MSRERLANER: Sliding Tile Attention. &, FFIHT
LightX2v TSTERUIEIRIESS . Bk, &7, PHEIEMA

Inference Serving - kzhoulatte


https://github.com/huggingface/diffusers
https://github.com/comfyanonymous/ComfyUI
https://github.com/xdit-project/xDiT
https://github.com/hao-ai-lab/FastVideo
https://github.com/ModelTC/LightX2V

=

Nunchaku / Cache-DiT

SGLang Diffusion. vLLM-Omni

TensorRT / ModelOpt

JRiS | Diffusers pipelines/

4-bit SVDQuant #I2 / Z:—H DT $5EE1EE

8 LLM serving B9 TF2AES] (OpenAl 327 API. #ERMER. H1T.

NVIDIA BY4i¥ 5 8RR

DiT S hooks (£&7F / offload)

cache-dit caching/ Nunchaku csrc SGLang Diffusion runtime

(o Diffusers - Code Wiki) (‘e xDiT - Code Wiki)

Inference Serving - kzhoulatte

xDiT core/

vLLM-0Omni

Bi) HREG / ER

FastVideo attention/

diffusion/
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https://github.com/nunchaku-tech/nunchaku
https://github.com/vipshop/cache-dit
https://github.com/huggingface/diffusers/tree/86ef420b17363c28e36ebad6b58555e9aa8feda2/src/diffusers/pipelines
https://github.com/huggingface/diffusers/tree/86ef420b17363c28e36ebad6b58555e9aa8feda2/src/diffusers/models/transformers
https://github.com/huggingface/diffusers/tree/86ef420b17363c28e36ebad6b58555e9aa8feda2/src/diffusers/hooks
https://github.com/xdit-project/xDiT/tree/ce8f789fae6247e5ccf9672a273394a64039442b/xfuser/core
https://github.com/hao-ai-lab/FastVideo/tree/4d0a10d98914b6f0110454a8dc4ef89662fc3ac0/fastvideo/attention
https://github.com/vipshop/cache-dit/tree/16a48123946baac7434c136722cdc859dae13375/src/cache_dit/caching
https://github.com/nunchux-ai/nunchaku/tree/302e0e97024ebd68688fe890e5df83731edf7b54/nunchaku/csrc
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/multimodal_gen/runtime
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/diffusion
https://codewiki.google/github.com/huggingface/diffusers
https://codewiki.google/github.com/xdit-project/xDiT

Coding Agent
/Aggj L - K

/ > .

B 2 1‘)1%%)\1‘&@

N

O@ 3 ]

1 RS

LM%

L 5511 5 - Hlds AR

S
J

11 HBBAHIE: MN“HFH[OF I

Hles ASRB&IEA! (VLA, Vision-Language-Action) T4 ER “VLM + BhEK”

, BEERESIE

S LM, EHENERRSRTE2TRE: EBTE—IEARE, ERMEMEEREESHAKS

Re, MEL/LFEFB.
ARIRE

il

RT-2 (Google DeepMind, 2023)

OpenVLA (2024)

10 /0.5 (Physical Intelligence)

GROOT N1 &% (NVIDIA)

Helix (Figure)

Gemini Robotics

SmolVLA (Hugging Face)

Inference Serving - kzhoulatte

L5y

A VLM B B EEEh{E token

7B, Llama-2 &F, EEIIEmEENIE
token

PaliGemma 3B VLM + £ 3 {2841
action expert, flow matching

System 2: VLM I2fiZ (£910Hz) ;
System 1: DiT shfE3k (flow matching)

S2: TBVLM, 7-9Hz; S1: £98000 A&
BB EI SRS, 200 Hz

DIRAREE T + V28 AZ it sn (EREES
28

4945 1Z2EEV VLA

HWIEME XS
BRERK, EHRIAB M Hz, KEisn
BINEHAE— token, ENER, SHEME
—RIEIRM Y 50 HHIEHESR (action chunk),

FB%9 10 ZRRDERESENIE, 25 50 Hz 1T

RIBINRSE; mEAFAZEA, BEE Jetson

Thor

WARGHRRE, S1H S2MSRMELE

RGARIER, S EEIAY

HERRIEM AR, RRaRTIHEE

49



M RERE - 75 - HERAEH

TR BUAFE

VLM &F + zhifFEX (action

expert)

At AaXFIRIT (BFRRE)

FAEBMMENITEIESMIRZL, R
S ARTESHTH

EhfER (—REEE H &, 4050 SFETE, FREXERIIRAER

&)

flow matching / # BiEh{Ek

AN + BFRBERAN

RIEMFELE (S2/51)

SEDHRZEN (A—2RESMEELD
F)

= EIEAR S IRIE (L

BXIEEAILE, SETHIGIR

A ERAIL

BEE = —RER + 15 prefill + BIfELZ A
7; BERENEE, s FREER, prefill £F
HER

ISR AT LUR T RIAER, BRI THRITHER
ZiEFBfEE (RTC)

ROTHEFTNER M0 10F) ; PHETFAE
AL

BREIESKE — M5 token % FRBIHIEER
HER#N GPU

M MEENZ R ESRERETT. AIREARREL, T2
ZRERE

H2EAHIR vs LLM serving
HE LLM SERVING
£3E23 FHIF . ERTERAH

I
HEK BT

XIDHRITE p50 / p99 FER. &t

BEfF HEHL GPU
7B BIBER
KM Eny:lE)
LN XA BR

Inference Serving - kzhoulatte

H8s A\ HEIE

IR BRI R, TR E—EhiE; HIRIE =

SaNgEA batch =1 (HEARIHHEIRAT B] LABSHI 23 AHHIL)

RIFERIER. #ah. BRI EHIER

WMEINSIRE (Jetson Orin / Thor, IHFE/L+EIEBR) 34 Wi-Fi / 5G iplaizEs GPU (W

SR 5))

%R VLM #IE 5-10 Hz, Bh{ESRER 50-200 Hz, [REXT5IEH) 500 Hz-1 kHz

TREER, FIREEAE; RERIA. oFRIE. BHER

SRR + MR (RTA. 715E) , 1ERkA

FAiE BRI MHUR ER

50



_______________________________________________

| EERIEIR (GPU)

1
: System 2 - VLM
AN N é;eﬂmig = BER
30-60 Hz ! N
> ! 5-10 Hz
1

System 1- FfESk i E{EE AR !
flow matching / DiT T chunk BAF! .

RLME
fRig - B\ - 32

4

i H SEnfER TR/ RETHEHR

XT3 - $1%E 500 Hz O
[EEEHIE
500 Hz-1 kHz

T
1
1
1
1
\

MEBA + IR
MiTER - YRR

SEEIFFIERR, 12525 (VLM) ERIZIRMES, REAR GHEX) BWHER, BEmEEHX; KEEHZEL
EIMME R XEXEHEIRENEBA; R mmiEr] LABERS &t SMAMINIFRISARE—EIRNMEER,

KRR

Action chunking (ACT, 2023): —/XEEFUNRFK H Zapfe, BRRMIEMERER; HEMREES
43 F temporal ensembling Fig. 1m0 &5 50 FHIIR,

STHIE. FITHRIRNENMABHEIE T —R, VBATFTERE TRFIRE (LeRobot BY
PolicyServer + RobotClient 2243, SmolVLA ieXHiEH).

Real-Time Chunking (RTC, Physical Intelligence 2025) : B RFRFMIEERITIRS “&&
ALE” o RTCIBERIIREIE inpainting: HIFIEREAEILNE SITHISHERDRS, HREH 5]
S5, EAEMIGREIR MERTEELNEE,

BRIEMASE: BIZHNESXGERMIRMVISHHITHIREE, SBRECHMZEIETT (Helix. GROOT),

E454%iF: INT8/FP8/INT4 E{4. TensorRT 51%. B|/H flow L. ZIB/NERE&; batch =
1 B% kernel launch FFsE &b, CUDA graph / JAXjit IR,

IRTEHEIR: S ARMERSIES], RERIEMIER GPU £ (openpi B websocket Fe it ZRE&AR
%) ;, BERERMSEEsHIBNERLR,

FESHFRE: JYIFEMTUEKBANE GPU (FE (Isaac Sim / Isaac Lab) MRt FiER
(NVIDIA Cosmos %), EflRSHEMIENH (KB, ¥ BER).

My w8
A - iz

s
5 its S Y+ S
BYiE] -

B¥ vs REFHIT. AT SEENNBAETERS, SEFER. B2 (FRTO): HESHITES, EREAERIT
|RRPEAENENE, FRMEERE L, EEhES,

Inference Serving - kzhoulatte

51



e E AU

LeRobot Hugging Face MBS A S E: $K3EEMK . ACT / Diffusion Policy / m0 / SmolVLA SRS, S
IEARSS

openpi n0 / 0.5 BYFFRESLM (JAX / PyTorch) , B% websocket 5B ARSS 25

Isaac GROOT NVIDIA AFANBS AERIIERY, & TensorRT ZFEZ| Jetson HI7AE

Isaac ROS / Holoscan. ROS 2 MBERIZIRKLESVIBAFREY (DDSEE. LEHAE)

dora-rs Rust ERMEIERHZBZ ALURRIESS, SENHERE
vLLM-Omni B3B8 0.5, GROOT HEHBARBIERNANLE—HRSETE (s / VIAEHR)

JR1% | LeRobot policy server openpi websocket_policy_server.py GROOT deployment/ dora-rs

(o openpi - Code Wiki) («) LeRobot - Code Wiki>

Inference Serving - kzhoulatte


https://github.com/huggingface/lerobot
https://github.com/Physical-Intelligence/openpi
https://github.com/NVIDIA/Isaac-GR00T
https://github.com/dora-rs/dora
https://github.com/huggingface/lerobot/blob/3f797de5952432284a7c77ad2760218cb74e2f26/src/lerobot/scripts/lerobot_policy_server.py
https://github.com/Physical-Intelligence/openpi/blob/215abfb217dbac7d5f1273282331b9b1866c0479/src/openpi/serving/websocket_policy_server.py
https://github.com/NVIDIA/Isaac-GR00T/tree/c56f54128d92f743889b7e4cecfc1ceafd88739e/gr00t/deployment
https://github.com/dora-rs/dora
https://codewiki.google/github.com/Physical-Intelligence/openpi
https://codewiki.google/github.com/huggingface/lerobot

AR Agent. & - K2i%

Al for Science Coding Agenf[’g B <7 m%%}\iﬁ@

L % 12 & - Coding Agent

Agent # - K05

Y,
12 Coding Agent H#IE: K&if. S, EIH
RIBZEH LLM Bl b mmIhnNiasz—, B “5HAB" SEEXR=ME2FRNHEIEAE:
RIESRNITRME. BRI ARIXHIREREE (apply) , UKEBETRESH agentic
coding (Claude Code. Codex. Cursor Agent. OpenHands %), &1 serving WERZEZIZ
K, JLFRIAHE == @mRigit.
IRBUSHIE - % - IO EH
TR BUVSAE A AXFIZIT (HRRE) IR ERYARI
B ETF> (128k-1M token) EFEENCE. KEHE. K diff; agent EIER prompt E7E 50k-200k; KV EFEAX (70B
AR+ LEER RIEEY 100k £ TCERTER 30 GB 24%) ; prefill 2
FEBEE
T EiER + £ SWE 2IF5 Eif REVEE DI, R, Bt BiR Z#®., BMXLETX: SRREREEMIARKE,
agentic RL fEEE AIES AL - Gk PZEALA 90% UL, AR
XEEVIEMT; MRZEEIAERTHN ‘= (B3
359)
#32 (thinking) 1830, TR MR, ENIbug. EREMFELEBM RHK; agent BIFZHITH, SHAF tokens/s
5T HiAR BIRREESTMRTIE, FILTPOT LEIREEE
FIM (fill-in-the-middle) gk RIESHEFTER TSN e WmHERE. RIGEME/LEEM. QPS Ik
B/ viERY B KEBERETHRIMEICE (APSEITF)
KBESETTN, HEX=ESH BRI ASSABFEAT AR EASFIA: prompt lookup / n-gram &
=34 EMIESHEY draft (“speculative edits”) , apply
BB O A EISF £ T token
A MoE &F (Qwen3- SRAES] + AR R A #k7% 05 FIFRE MoE BRZRR; K ETFXL KV R
Coder. KimiK2. GLM. ENERNEGFEMR
DeepSeek. MiniMax &51%)
Inference Serving - kzhoulatte 53



GPU (&21E) o= Lo

sandbox B grep / EXH
KvEm | GPU | ®EatFRcru | GPU | RER T CPU | GPU ] ]

BfiE - (—# = prefill 8 + £ + TERIT)

—R agentic coding ZiEAVHIRRTEILZ, S—0HE “REKNVR (ULFeemd) +TNITARL (FE prefil) +

—BREM" , 58 2ZIE GPUEFITART. MRXERTHE KV 8K, T—HEnBEERTEE

A o
272 9

7£ GPU. EATNIEI CPU /SSD FRERIFENE], BAESITHBE—ZIEELEE—LH (SHEEEEIE—% KV).

=HhfaRayFILL

HE TH%2 (TAB) RIRmIE / AGENTIC CODING
APPLY

=R IMEEY (J1,B), FIM FR/MERY, ETI HSBARIEEY (B9 MoE), thinking +tool use
& MEXMH

LD IR i J17F token / J1+ token BAXH + BHE 57-20 5 token (Zipig«) /JLEEIJLT token &5
B/ LFEAX

ERBR 3/ LB =2 R B4R E—Hf SR TTFT 5 TPOT, EMAMISTANIE (5HER)

KEBRAR IMREL + RIERERE. EKENH. BRAVEEE (RXXF H14% cache 5 KV D EFFE. ZIERGIE / KV BAIBH. K

4% [ EimEPE. 714X cache (A fEdraft). & LT kernel. tool-call fi##fr. sandbox 4&#HE. £TFX
XHREER) tokens/s [E4E (compaction)
ITESHA HIENL # token EEGPNBNEZEETRGP, GREERIEEN

Serving B9 BL{EME

jEEsthR Y —Z4EHR, 1415 per-session B9 cached-token tbffl; BREIFASIE ID SUATRMA A ks
M, BEMAZHRM (06 B9 KV BABE). &k API 8 prompt caching (5130 Anthropic ZRiA 5
SP. BE 1B TTLHETE) RRIE “TATHERE KV XHE~H.

KV B4 AL T AiAR, GPU LA LRURYE, EAAB T2 CPU/SSD (LMCache,
HiCache. Mooncake. Dynamo KVBM) ; % 4.2 (L8, HETILEEER,

K ET prefill B9pEAsizHl: chunked prefill B5lE—™ 200k prompt R{EFIA; BEEHAETX
F#17; agent M L TXESE. F agent IFDES, BOBRIFFTFTXKE,

AIEMTAIFR: 8 MREREN tool-call XARE, 5/ZEM tool parser / reasoning parser &4
RIS RNEAR AR ILAD ; HERAEMLEHARESE JSON,

Sandbox RIEHEREMN—E 5. SIRE—NRBIFE (528 / microVM),, BIRFGIE. AIEE
mE. aJIRER; gk (agenticRL) ML ELANRRE—E. FEFFIER OpenSandbox FhEE M
coding agent. GUI agent. i1 RL 8938 sandbox & (Docker / Kubernetes izf78Y, %i&
= SDK, & MCP server), T 14,

VEM: SWE-bench 2%l (BELEGE issue = 40T — ER2:EHNIHK) . Terminal-Bench &;
KEE “HIE + K= sandbox” By E,

788 | VLLM tool_parsers/ vLLM reasoning/ SGLang function_call/ SGLang reasoning_parser.py

Inference Serving - kzhoulatte

FRAKV EAHE
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https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/tool_parsers
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/reasoning
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/function_call
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/parser/reasoning_parser.py

n-gram draft (4RiEHS LMCache

Agent / Sandbox

K8s imfThY SWE-ReX deployment SWE-bench harness OpenHands (@ OpenSandbox -

OpenSandbox (FIEFFIR) OpenSandbox execd

Inference Serving - kzhoulatte

OpenSandbox server

SDKs

Code Wiki )
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/spec_decode/ngram_proposer.py
https://github.com/LMCache/LMCache
https://github.com/opensandbox-group/OpenSandbox
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/components/execd
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/server
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/sdks
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/kubernetes
https://github.com/SWE-agent/SWE-ReX/tree/5c995c365dfb1fd5bc56fda688be5d8538f9931f/src/swerex/deployment
https://github.com/SWE-bench/SWE-bench/tree/02e7a74ffd0b707aab73d203fe87bdc7c76afc8e/swebench/harness
https://github.com/OpenHands/OpenHands
https://codewiki.google/github.com/opensandbox-group/OpenSandbox

Coding Agent
Agent & - K217

@

£

—\
-

Bl

L %5 13 & - Al for Science

13 AI for Science BYH#IR: 519, JLASIE

MARENRMATZBEAES, MEEARFIISZFIILEX. RF4E5. E2EA. £X[KW
o XRLHIERNSEMIRE TEREENH (HXRT. FENE. BNSE. BKER), #HMit#EER
A LLM serving IRA—#¥: batch #i¥h 1. BEREFENEESEK. CPU T IERTEELL
GPU i#fIRiF (8. WHEREERD. KERFEIMEME,

RENFIE - R - HEAE

Inference Serving -

IREFE

£R | S8MERTEN
(AlphaFold2/3.

OpenFold. Boltz. Chai-1.

Protenix) : 4P NXN X c BIp%

HET, B=ARE/ =AEE

hEH

LAMSA (ZF5ILE3d) &R
BEN

AF3 FSERP SRR + 2
seed RESBEIEEHRF

%EH /DNABERE (ESM-
2/ESM3. Evo2):
Transformer EFR-FEHR
& (Evo 2 9 StripedHyena
2), EFTXRKIERREE

kzhoulatte

AftaXFRIt (BRFEERE)

EMEERHERRZENAXER, =fA
EINAMGERR “=AFEFR —Hit

BRI L (S SIBRIPL IR EE =8
EiE

2RF (BE. &&. MF. BF) &
B, FESHATEERE

BERAFKREPEXR; #UBIEEEX,

EEELE

TEHEIE A H ERYAIL

RERERES FAEK, ZAERMTEEL I
B, NTRENESMHRIBET - Sk

(chunking). B¥EE. TRE=AFE T kernel; &
NEAYBMMIE, batch~1, FEREFHEE (M
L CUDA graph)

HIBFIETE TB K55I L1 jackhmmer / HHblits
HZ, CPU /MR, EELL GPU HIEIEES —
MMseqs2 (ColabFold) NIi&. MSA EEFESHZMR
£, GPU IIiEIER

—RFN = EF—R+TBLEY X SMEE - F
M S3EREEY HES; AUE& 10 —HFHEKS D
(EZS

=& LLM Rl E 0% FTEZHE embedding [ T
2 (BENMEQ4A. TERNTES) MARREERR
- FRME. B, KEVIFEKER / L TFXHT
kernel
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TR BUAFAE At AZFRIT (RFRERE)

X5 [ |{#tERE (GraphCast: LA, YIRS ANEEIER; TRAE
P& _ERY GNN; S2MEMN

FourCastNet: SWHEF;

GenCast: ¥ EISEATHIR)

MBFEIFEFE (MLIP) YIEEEHEE | TR THMERTR (B2
(MACE. NequlP /Allegro. RE, HED), RIEDFHAFERTE

Meta B9 UMA) : E(3) EZTER
%, Big5HET

Fiif agent (3K, SEIEHLEI. 1 LLM H{ERIERBNIE
AABEIA)

EHE AR LRI

BEYIR=L+H Bl 6 /NE—HR10XK) ; &
BFRE/L+ IR > KA MARLHE TB 4K
BONKE, 1/0 SHIBELEZMM,;, FBE HPC
ERHtEIETT

RESFEIAZBEHERBRY, 85—NE (1
BEILFEREF) — RS kernel launch £§; T

FP32 HZE FP64 ¥&E, BF16 AIAEHEIFAEESTIE

A EF 12 B9 coding agent —1%: KETX. %4
THRAR. sandbox TR

& SMILES TB &¥kIERE - CPU Z5E B o< N?, DR

PN MSA / iRIRIEE EF Pairformer
ER /| ZEFT jackhmmer + MMseqs2 RHIE NXN BEXRT « =B

} o ,{ ISR ]
81 seed T ER

MSA &1F
EE={=E):

549

mmCIF

BfEEk
pLDDT - PAE - HiF

AlphaFold3 ELHaFNREIERIK LS. CPU MIBVF7IFERERRE R Sin2linedEIEIASk; GPUMETF (Pairformer)
MZFHE N 184K, T HBIRRERNE A seed MEL X, RSUENBEIE MSAEER, TTHIB. ¥ ERERMIRT

8. "I ZERIF R

5 LLM serving NER B

HE LLM SERVING AI FOR SCIENCE #iE

bz continuous batching, J1 B batch=1 (ZFN. MD) ; SKRAKM (EETIR. ZEHZH embedding. EH
BHE 3%E)

Fi27N TRAB4T token I+ EAEE MEHEEREA (JLTEINTEE), EFEENEEK, BERAONE/ PEFARER

B+

j#Rzm decode ®5E BRRTHWEF. =AIEHE. CPUFIE (MSA). #dE1/0. /NEER launch FFEH

BE FP8/FP4 BE&im BF16 /TF32 9%, MLIP HrJgEEE FP32 / FP64; AIEEMERS

BERE TELE API HPC #t#EL (Slurm). BEFFEMZSES. LEELIRS (30 AlphaFold Server,

NVIDIA BioNeMo NIM)

£ kernel attention. GEMM. MoE =R/ =AFE. # pairbias BY attention. HTKEF. BkiE. BB scatter/

gather. FFT

Inference Serving - kzhoulatte
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* (RILFER: ET 9IRS activation offload; =A35FE 4 kernel (NVIDIA cuEquivariance 121
triangle attention / multiplication, DeepSpeed4Science & Evoformer attention) ; MSA %
GPU v 54&1F; ¥ BUEA#tEL,; MLIP B CUDA graph MR &EHET kernel BRSSP IER, H#5
LAMMPS / ASE £ MD 5| RE &R

* BRS316: NVIDIABioNeMo (fEZR5 NIM RS, BREMIN. &R /BRAEFEE). Google
DeepMind BJ AlphaFold Server. ColabFold B2+t MSA fRZ5. NVIDIA Earth2Studio (RS1EEY
BIBSESTIRMKLE) . ECMWF B Al FliR L S 16IETT.
LM | AF3 evoformer.py | AF3 diffusion_head.py = AF3 #iEFKEZE (MSA) OpenFold evoformer.py
Boltz pairformer.py Boltz =fAEEN Chai-1 Protenix model/ ColabFold batch.py
F5IEE | ESM-2 modules.py ESM3 Evo 2 models.py BioNeMo recipes models/
XS / RF  GraphCast (weathernext) Earth2Studio FIRIEE! MACE blocks.py MACE x LAMMPS

UMA (fairchem) cuEquivariance triangle ET KSR e3nn

Code Wiki (o AlphaFold3) (e Boltz ) (e MACE ) (o Earth2Studio )

Inference Serving - kzhoulatte
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https://github.com/google-deepmind/alphafold3/blob/55630cea75335c97da84f85d783ee9daec1b8088/src/alphafold3/model/network/evoformer.py
https://github.com/google-deepmind/alphafold3/blob/55630cea75335c97da84f85d783ee9daec1b8088/src/alphafold3/model/network/diffusion_head.py
https://github.com/google-deepmind/alphafold3/blob/55630cea75335c97da84f85d783ee9daec1b8088/src/alphafold3/data/pipeline.py
https://github.com/aqlaboratory/openfold/blob/be2ec1841f16c966c65ae0e7599ebbadc725757d/openfold/model/evoformer.py
https://github.com/jwohlwend/boltz/blob/b1ebfc46ecf57f5414e0d1a6f9027bbb122c53bc/src/boltz/model/layers/pairformer.py
https://github.com/jwohlwend/boltz/tree/b1ebfc46ecf57f5414e0d1a6f9027bbb122c53bc/src/boltz/model/layers/triangular_attention
https://github.com/chaidiscovery/chai-lab
https://github.com/bytedance/Protenix/tree/85767b811c40ed46e73a9b39519cf6bfca8701ba/protenix/model
https://github.com/sokrypton/ColabFold/blob/23a0b961419573a5debbd92f9b85582792c0f4f4/colabfold/batch.py
https://github.com/facebookresearch/esm/blob/2b369911bb5b4b0dda914521b9475cad1656b2ac/esm/modules.py
https://github.com/Biohub/esm
https://github.com/ArcInstitute/evo2/blob/53f195997257c56c00e5ef8d33a54f5baad143a6/evo2/models.py
https://github.com/NVIDIA-BioNeMo/bionemo-recipes/tree/2686b2418889ce346c5e50ea8614bb3b27415b97/models
https://github.com/google-deepmind/weathernext/blob/f2f2c5117d2f864e2d5e7c2f9f220db5e1049dd3/weathernext/weathernext1_graph/graphcast.py
https://github.com/NVIDIA/earth2studio/tree/f8af4030cfd43ec79bf4c0cf6c23463a87bfef97/earth2studio/models/px
https://github.com/ACEsuit/mace/blob/7215fadd3b591444ab2c07634e84419685a48e87/mace/modules/blocks.py
https://github.com/ACEsuit/mace/blob/7215fadd3b591444ab2c07634e84419685a48e87/mace/calculators/lammps_mliap_mace.py
https://github.com/facebookresearch/fairchem/tree/61266df4188eeca70fc56baebfba8abd74a0c695/src/fairchem/core/models/uma
https://github.com/NVIDIA/cuEquivariance/blob/f5c9ada7ca688ad062f3b7d5125a1fbd0b71cd40/cuequivariance_torch/cuequivariance_torch/primitives/triangle.py
https://github.com/NVIDIA/cuEquivariance/blob/f5c9ada7ca688ad062f3b7d5125a1fbd0b71cd40/cuequivariance/cuequivariance/segmented_polynomials/segmented_tensor_product.py
https://github.com/e3nn/e3nn
https://codewiki.google/github.com/google-deepmind/alphafold3
https://codewiki.google/github.com/jwohlwend/boltz
https://codewiki.google/github.com/ACEsuit/mace
https://codewiki.google/github.com/NVIDIA/earth2studio
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https://github.com/opensandbox-group/OpenSandbox
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/components/execd
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/server
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/kubernetes
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/examples
https://github.com/e2b-dev/E2B/tree/8cc9ed1e30a57d89cefaec112680567d62f21112/packages
https://github.com/firecracker-microvm/firecracker/blob/ab198c7aa1f72cb30541165c20be27dbd1b88c2e/src/firecracker/src/api_server/request/snapshot.rs
https://github.com/google/gvisor/tree/aa767e4c43d011121271551fe24da501a56f729d/runsc/sandbox
https://github.com/google/gvisor/tree/aa767e4c43d011121271551fe24da501a56f729d/pkg/sentry/syscalls
https://github.com/SWE-agent/SWE-ReX/tree/5c995c365dfb1fd5bc56fda688be5d8538f9931f/src/swerex/deployment
https://codewiki.google/github.com/opensandbox-group/OpenSandbox
https://codewiki.google/github.com/firecracker-microvm/firecracker
https://github.com/BerriAI/litellm/blob/aea0e4f2d42a3471e5ef1f8329e2d381e246f579/litellm/router.py
https://github.com/BerriAI/litellm/tree/aea0e4f2d42a3471e5ef1f8329e2d381e246f579/litellm/proxy
https://github.com/vllm-project/semantic-router
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https://github.com/vllm-project/guidellm
https://github.com/ai-dynamo/aiperf/tree/6b565f4e4872755087c13285ba43dd0695c12b8a/src/aiperf
https://github.com/EleutherAI/lm-evaluation-harness
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/benchmarks
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/bench_serving.py
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DeepGEMM. NCCL / NVSHMEM

BEmiF torch.compile (Inductor). TensorRT. XLA (JAX/TPU). TVM. MLIR %
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https://github.com/ai-dynamo/dynamo
https://github.com/llm-d/llm-d
https://github.com/vllm-project/aibrix
https://github.com/kserve/kserve
https://github.com/ray-project/ray
https://github.com/vllm-project/production-stack
https://github.com/kubernetes-sigs/gateway-api-inference-extension
https://github.com/kubernetes-sigs/lws
https://github.com/vllm-project/vllm
https://github.com/sgl-project/sglang
https://github.com/NVIDIA/TensorRT-LLM
https://github.com/InternLM/lmdeploy
https://github.com/ggml-org/llama.cpp
https://github.com/ollama/ollama
https://github.com/mlc-ai/mlc-llm
https://github.com/kvcache-ai/ktransformers
https://github.com/huggingface/text-generation-inference
https://github.com/kvcache-ai/Mooncake
https://github.com/LMCache/LMCache
https://github.com/ai-dynamo/nixl
https://github.com/deepseek-ai/DeepEP
https://github.com/deepseek-ai/3FS
https://github.com/NVIDIA/nccl
https://github.com/Dao-AILab/flash-attention
https://github.com/flashinfer-ai/flashinfer
https://github.com/deepseek-ai/FlashMLA
https://github.com/deepseek-ai/DeepGEMM
https://github.com/NVIDIA/cutlass
https://github.com/triton-lang/triton
https://github.com/tile-ai/tilelang
https://github.com/mlc-ai/xgrammar
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IR EEFHENITL SN
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ILIEE GroqCloud (HEFAZZRAEL) 200 12378, KREEHHIN -
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/entrypoints/openai/api_server.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/engine/async_llm.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/engine/core.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/worker/gpu_model_runner.py
https://codewiki.google/github.com/vllm-project/vllm
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/sched/scheduler.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/kv_cache_manager.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/block_pool.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/core/kv_cache_utils.py
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connector B9 scheduler IF1 worker fll&
EHA? KV BZXBEEEEKE? decode
IRAN{AI TS =5 (Bl HAS RN R RITERk?

draft M/EAMS? KIEART attention mask
EARIE? #iEH token B KV [EARIR?

prepare / experts / finalize = ER0{AIARFB L
BRI /FIH? TBO EALt? EPLB
MARERER?

BBLE token ATAFITE (ETFXEX) ?
bitmask fEIBET4ER. EHNEE. A5
GPU HiRIES?
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https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/worker/gpu_input_batch.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/cudagraph_dispatcher.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/compilation/backends.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/attention/backends/flashinfer.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/entrypoints/http_server.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/tokenizer_manager.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/scheduler.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/detokenizer_manager.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/io_struct.py
https://codewiki.google/github.com/sgl-project/sglang
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/schedule_policy.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/managers/schedule_batch.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/mem_cache/radix_cache.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/mem_cache/memory_pool.py
https://github.com/NVIDIA/TensorRT-LLM/blob/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/tensorrt_llm/_torch/pyexecutor/py_executor.py
https://github.com/NVIDIA/TensorRT-LLM/blob/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/tensorrt_llm/_torch/pyexecutor/resource_manager.py
https://github.com/NVIDIA/TensorRT-LLM/tree/2d1a7d170eb808bbe0e1203aa9d34dea702d52c5/cpp/kernels/xqa
https://codewiki.google/github.com/NVIDIA/TensorRT-LLM
https://github.com/ggml-org/llama.cpp/blob/f3586e66bc916d672773d4a6505513ba91a3595c/src/llama-context.cpp
https://github.com/ggml-org/llama.cpp/blob/f3586e66bc916d672773d4a6505513ba91a3595c/src/llama-batch.cpp
https://github.com/ggml-org/llama.cpp/blob/f3586e66bc916d672773d4a6505513ba91a3595c/src/llama-kv-cache.cpp
https://github.com/ggml-org/llama.cpp/tree/f3586e66bc916d672773d4a6505513ba91a3595c/tools/server
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/kv_transfer/kv_connector/v1/base.py
https://github.com/vllm-project/vllm/tree/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/distributed/kv_transfer/kv_connector/v1/nixl
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/disaggregation/prefill.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/disaggregation/decode.py
https://github.com/ai-dynamo/nixl/tree/2170648a6b149bb484f390a71275848a3c2a8af5/src/api
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/spec_decode/eagle.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/sample/rejection_sampler.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/speculative/eagle_worker_v2.py
https://github.com/SafeAILab/EAGLE
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/layer.py
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/layers/fused_moe/modular_kernel.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/batch_overlap/two_batch_overlap.py
https://github.com/deepseek-ai/EPLB/blob/d52c72d5b2f2fb4c41afbf8eb21366820239913d/eplb.py
https://github.com/deepseek-ai/DeepEP/tree/f6aa38fe06cd4a0489e7730365d4e0114970a2f3/csrc/kernels
https://codewiki.google/github.com/deepseek-ai/DeepEP
https://github.com/mlc-ai/xgrammar/tree/ca1acf28bf35b9ba9092800b69aebc7d4ce1f7a7/cpp
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/v1/structured_output/backend_xgrammar.py
https://github.com/sgl-project/sglang/blob/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/constrained/xgrammar_backend.py
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cuEquivariance triangle

LeRobot policy server

Boltz =fAEEH

MACE blocks

Code Wiki>

BEREHREZE
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NXE MG B RIHEIER BN reshard 5
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—MERIMAEMNERIENREE? chunk AIRY3
BT—MER? STMREESRERARRE?

HIRBEIFEHE? USP AN F55S
head? EFa PRV ERENMAITE? $&
RHAMBINFEISFFARRIFR?

online softmax #9 rescale TEM—17? warp
specialization 4% / SHEEE WfEIE
#7? one-shot all-reduce 301a A IPC 3EX %

2752

sandbox BEmmEL (BIZE. HiT. H=.
HER) HIEEIE? dPITSXMHEEN
APl 30{ai&11? RERMRE INALEIE L BTh?

SNINEIFT EL L4 ARSS ih? BOfFRINMALE D
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ERSIM bias BEAN? FLIKEFIMAWIF
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https://github.com/ai-dynamo/dynamo/tree/6e55febf747467dbd8d1006ad0e21bcda0dc9ceb/lib/llm/src/kv_router
https://github.com/llm-d/llm-d-router/tree/650aa52278d345f6075fb09523299d2733e3c3b4/pkg/epp
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/sgl-model-gateway/src
https://codewiki.google/github.com/ai-dynamo/dynamo
https://github.com/verl-project/verl/tree/8df5baeed0f5ecdd7f870d83bc3d79194816e2a9/verl/workers/rollout
https://github.com/verl-project/verl/tree/8df5baeed0f5ecdd7f870d83bc3d79194816e2a9/verl/checkpoint_engine
https://github.com/THUDM/slime/tree/540ea919e45b8b929198abce008a103be9cfc779/slime/backends
https://github.com/sgl-project/sglang/tree/e624174f0734ef605fad45edffa4603e4ae62d80/python/sglang/srt/weight_sync
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/vllm/model_executor/determinism/batch_invariant.py
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/engine
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/distributed/omni_connectors
https://github.com/sgl-project/sglang-omni/tree/74003d00f53e7f1a05593b556f21a31760a6fab6/sglang_omni/pipeline
https://github.com/sgl-project/sglang-omni/tree/74003d00f53e7f1a05593b556f21a31760a6fab6/sglang_omni/comm
https://github.com/huggingface/diffusers/tree/86ef420b17363c28e36ebad6b58555e9aa8feda2/src/diffusers/pipelines
https://github.com/xdit-project/xDiT/tree/ce8f789fae6247e5ccf9672a273394a64039442b/xfuser/core
https://github.com/vipshop/cache-dit/tree/16a48123946baac7434c136722cdc859dae13375/src/cache_dit/caching
https://github.com/vllm-project/vllm-omni/tree/c7f56f0155953c7d4a77276a2f4fcbd844ab0da2/vllm_omni/diffusion/sched
https://github.com/Dao-AILab/flash-attention/blob/4616f5116d33e3ba3cbb71d582caffcfcb49649c/csrc/flash_attn/src/flash_fwd_kernel.h
https://github.com/Dao-AILab/flash-attention/tree/4616f5116d33e3ba3cbb71d582caffcfcb49649c/hopper
https://github.com/flashinfer-ai/flashinfer/blob/78420faf3092e2b9f617551e214e3eddd7dfec91/include/flashinfer/attention/decode.cuh
https://github.com/deepseek-ai/DeepGEMM/tree/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls
https://github.com/vllm-project/vllm/blob/0c63ce9f0e0b5b2782f0f30cb491069dac158bb2/csrc/custom_all_reduce.cuh
https://github.com/NVIDIA/cutlass/tree/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/cute/tutorial
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/components/execd
https://github.com/opensandbox-group/OpenSandbox/tree/c2f55b20e945d89efe3d35220942a997a3551751/server
https://github.com/firecracker-microvm/firecracker/blob/ab198c7aa1f72cb30541165c20be27dbd1b88c2e/src/firecracker/src/api_server/request/snapshot.rs
https://github.com/google/gvisor/tree/aa767e4c43d011121271551fe24da501a56f729d/runsc/sandbox
https://codewiki.google/github.com/opensandbox-group/OpenSandbox
https://github.com/Physical-Intelligence/openpi/blob/215abfb217dbac7d5f1273282331b9b1866c0479/src/openpi/serving/websocket_policy_server.py
https://github.com/huggingface/lerobot/blob/3f797de5952432284a7c77ad2760218cb74e2f26/src/lerobot/scripts/lerobot_policy_server.py
https://github.com/NVIDIA/Isaac-GR00T/tree/c56f54128d92f743889b7e4cecfc1ceafd88739e/gr00t/deployment
https://github.com/google-deepmind/alphafold3/blob/55630cea75335c97da84f85d783ee9daec1b8088/src/alphafold3/model/network/evoformer.py
https://github.com/jwohlwend/boltz/tree/b1ebfc46ecf57f5414e0d1a6f9027bbb122c53bc/src/boltz/model/layers/triangular_attention
https://github.com/NVIDIA/cuEquivariance/blob/f5c9ada7ca688ad062f3b7d5125a1fbd0b71cd40/cuequivariance_torch/cuequivariance_torch/primitives/triangle.py
https://github.com/ACEsuit/mace/blob/7215fadd3b591444ab2c07634e84419685a48e87/mace/modules/blocks.py
https://codewiki.google/github.com/LMCache/LMCache
https://codewiki.google/github.com/kvcache-ai/Mooncake
https://codewiki.google/github.com/llm-d/llm-d
https://codewiki.google/github.com/mlc-ai/xgrammar
https://codewiki.google/github.com/THUDM/slime
https://codewiki.google/github.com/areal-project/AReaL
https://codewiki.google/github.com/hao-ai-lab/FastVideo
https://codewiki.google/github.com/NVIDIA/Isaac-GR00T
https://codewiki.google/github.com/e2b-dev/E2B

HEZ9FE: vILLM - SGLang

mt AT @ ZERAR ke ."\m'_-p
\?%17§iﬂﬁﬁﬁiﬁf iﬂﬂ§/

17 @i EE
HEAX (ETR, WA

NEERF = N_params x bytes (BF16=2, FP8=1, FP4=0.5) 70B BF16 =~ 140 GB
KV / token =2 x L x n_kv x d_head x bytes Llama-3-70B = 32
BAK KV token = (E7F x util - &X&E - BU&E/El) / KV per token

decode TR =~ (NEFH + A&t KV F1) / HBM HE 8B@H100 = 4.8 ms/
prefill Bfjg] = 2 x N_params x prompt_tokens / (l&{E x MFU) 8B, 2k tok, MFU «
HE = EhAE x TEBEHE (Little)

GHEAE token = (1 - ar(k+1)) / (1 - @)
TP all-reduce #&E 2 X, X = tokens x hidden x bytes
4 / 1M tok = GPU Bt / (tok/s/GPU x 3600 / leé6) $2.5/h, 2500 tok.

<« D >

fI%E: Llama-3-70B (BF16) IX7Ef 8xH100 L, TP=8, Ht&EZ /L KV?

NEE 140 GB + 8=17.5GB/-; 1% 0.9 #|A=r]A 72 GB, =N EMLY 4 GB #UE / CUDA
graph, SF£950 GB 45 KV, 8 £#££400 GB, GQAH 8 I KV head, TP=8 B¥EFIEsF 11
head, & token #Y 320 KiB 3J#f%l 8 &, SAE ~ 400 GB <+ 320 KiB = 120 /5 token, BP£y
300 1 4k E FXHIFHEIER,
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= Sia)

v Aft4 decode & memory-bound? EARSENEGFIAER?

F1 decode step HMBERELIE 1 1> token, FNEBILLIPNEM HBM iE—iE, BEABENETF
#t K/ B, mAEF H100 £9 295 FLOP/byte B9%& = ; attention 3% KV BEBELY 1, BARBEMHLTE
s

/5T 0

e fNA#HL: continuous batching + PagedAttention BEH KV =88] + 244 / MLA 48/)\ KV,
o B/LFT: IXE FP8/FP4, KV FPS,

o —REZA token: IZHRIE. MTP,

e /L CPU=8: CUDAgraph. E&IFRE,

v fi#%% PagedAttention, ENRMNEMHA?

KV #ZEIE A/ block 7301, block table EIZiEIRIRETRIYIIRLR, IRFHEC, ERTNERZEMING
R, HZESIRAITSHEZS copy-on-write, fUH1: attention kernel EEEZI UL (FHALLE
SmEIE—LE, ITE Flashinfer / FA BEAEERTF) ; block KABERIEF, XK/ TEIEM It
FFi8 EFH; FrE kernel (attention. KVEA. #) #EXZIFHTHE.

v vLLM B prefix caching #1 SGLang B9 RadixAttention H{t4FRE?

VLLM A “RIE% + ZAx3R token” MIBERISHRLLEN# block FS, EE&XR O(1), RBELL block 794l
Ednd; SGLang F radix tree 17 token &%, BILA token ¥iELER, RAFREWKRER, HELE
cache-aware JAEM LRU HF&X. MEXRETRNAH LA, radixtree BEERDZ (FH.
PHEZR. LX) LEEW,

v Chunked prefill #1 PD '8, {+4BH{EAWA4?

& ER R prefill T decode, chunked prefill 7Z£E— GPU RiRBY a5, ZEAINERIEHE,
FUNMIEE R, MNE prefill RS, MMEMEZHITICE, PD PBEETEILRE, E&K
FE. K prompt. TTFT # TPOT SLO #/™4&. HAMERFERREHITE (U0 DeepSeek A EP32
vs EP144) mMi7%; KME KV £ (FFE RDMA) MRARERE,

v RER AT ARFRERE 2B RE? HAMEFRZA?

KIERY X draft token LA min(1, p_target/p_draft) Bii=RES, IE4AIM (p_target -
p_draft), A —KENSHEMERE, AILUEARASMIENSHS BEMEREEEFT2ER

(FOBFERZ token EEX) o &H & (GPU B compute-bound). EZRE (FE. Kt
E). draft A= UREE IR,
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v MoE 2R FEEHkEE? F+4 DeepSeek A DP attention + X EP?

o EERESHE, TERIESHE, decode BENERDEIR token R, GEMM /I memory-
bound,

o EP ®HREEMAX all-to-all, BRAFHRY,

o WMEPIBERMIHMER, BEBLKY, £ token CREFERMETKR; MLARES TP, Al
attention f§ DP, BgE DeepEP. TBO &E&. EPLB TREZXR. DeepGEMM grouped GEMM,

v TP, PP, EP E4i%?

FERDSNT: ERBES TR DP ZEIA&, MATRVAME TP (FFiER, FZE NVLink) ; B
MBS TPBEREE, A PP (RBEE token EIR) 3T MoE A3 EP. TP XABIE+ GEMM L&, @
EhtEEF, WEER. 1 prompt prefill AJf0 CP, MoE BV Il4H & 2 attention DP (8k/)\ TP)

+EREP,

v & F TTFT p99 RATE, ELHE?

o IR TTFT: HEBABRY(E] vs prefill BYja] (B5IZH queue time 51T -

o HIAZK: MELK. FAFE. EXRFIWEKRABITIE (BFBIXLFALBEEIIE) . LLHERIEZ (KV
RE)o

o prefill TE: K prompt tbfl EFH. BIZEamAERTIE (FRHEKEIIEMMET . cache #HEFH).
chunk IEEZ 1k,

e CPUfM: tokenizer/ Zi&AFIER A#RZA. API server HIZR L,

o REEMEM: BN, NVLink/MEHE. FiKF ECCHiR.

v ST RFAERAPHHIXRIES (system design B48)

o 3K RABHIMR. QPS. ISL/OSL %3%. TTFT/TPOT SLO. R4sBH#ro.

o REME: A Little EREHE > B KV EXR > SLFIHEL LR > LHI%; BEEHLIEHRE SLO
AR NFIE GPU Bit,

o EIMH: SIEEER. HITHIN. 2. chunked prefill. &74% cache. #&#lo

o FEEFI APIWX (¥R PRAR) — KVREHEE — (FLEPD2E) — 2F KV, #EASI /SLO 545
By 48; ZXiE.

o TIEM: BENE. Jif. METLE. BE (/MRS BRE| max_tokens),

o XUM: TTFT/ITL MUk, sph=R. KV EAE, HRE. EER.

v EIER FERIEARIE?

SeHIA kernel BR12 (2B EMET FP8/FP4 Tensor Core, FEREIREN) ; HBELEBIRME
S EMENT EFE. KB, KETXKRER. 2185), FERE perplexity; BERRESHL
wWHS; ENRIAETEAERIE; KE L&H SR P MERF.
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v RL rollout FITE4 serving B AFRE?

Birse step BYEJMIAREIFK SLO;, WNESFTFE#H (HEHF CUDAIPC +sleep mode, N EH
NCCL/RDMAT#&) ; KEM™E (partialrollout. $#% RL. Eh&EXE) ; EK#IE logprob 53l
F—% (BE + EEMRFEBIE. MoE BBAREIMK. HEM kernel) ; agentic EFBZFEKRE
sandbox 1% KV B,

v Omni / IBSHEEM serving #l LLM BHATRFE?

—MERZZPMNEMMEE (encoder. Thinker. Talker. codec f#i528), REFRFHMBIEFNE
B, MEREIEEIKE,; BHEEMR, ZOEINERE 8 RHM RTF, E chunk fRTRiE; £
WIEEFARIFNIETHEHNIARE; ZESTLIEN encoder AIEZSEMIFS (EPD),

v i BRI E A NNE?

TR compute-bound BEIE S #ER: BT (EIB) WERK;, RIIGHFHIEE
(TeaCache. FBCache %) ERMEMBLIHIE, MIMKEFIAFYIFHIT (Ulysses/Ring /USP) #1
I attention; CFG #17; FP8/4-bit 1k; torch.compile / TensorRT; VAE 93R5H1T.
serving LS FES AP TRHLIE. LoRA HALHE,

v N2 ARRRHIRN AFREERIEE LLM serving?

ERAIALEES]: batch =1, BRIFERMEE. Z&EZF (VLM 5-10 Hz. BhfE 50-200 Hz. [
B 1 kHz) . ZE50EE L. BEAREREER. ZOURARRE action chunking, RF#
I + RTC FEHHE. RIENAS. EWYIFS CUDA graph, MUkZR2EEMEIR,

v Coding agent BRI EHBE 1+ A5%? EAlik?

BRRK ETX. KAATIA. W thinking IAIEE (%79 MoE) , £33 SWE 2 agentic RL I
&, RIEETLLERN “em” LT, SRREMIAKE, s/ 1F2NIER, 5%
ZIEESETARTIIRLSM. Frll: siEePREZOIEN, KV EBTATHERSE (GPU
LRU +CPU /SSD BE) ; BHERIERLMED KV AD; K prompt A chunked prefill FEE;
TPOT JR7E agent 5ehXEYE]; tool parser 4ZF]5E; sandbox B SIREBIMETEXFEREZE Lo
TR MR IMERL, RIRIER. & QPS. KEEUH; apply / HiEAREXH4HIEA drafto

¥ AlphaFold EREAGHIRMFEME? # LLM BHHATRE?

RIRTRE NXNXC, ZAFENEEONY), BEMAESRTAERK, TRERESRESE
offload; SNMEEWRIHMIE (batch=1. FRER). MSAERTE CPU £13 TB LEkiERE, ¥
tb GPU H#EIEIXI®, FRLAE MMseqs2 NIRMILRTF. AF3 RHY BUIRIRIZ seed XKiF. fELLL
BF16/TF32 AE., kT 7R =AEEIELA kernel (cuEquivariance F). MSA BRS 1L
5%%F. BRINDRAE,
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v AtAaSFohHE RN ML B (MLIP) HIEEESERMAREMN?

MLIP #&ER7E MD MBI E, SMETHEE—REENS, RINERALY, MEBPRE—
MBI TFRFIVNE, 2iiE) =T X BFIER, BHXR/N, kernel launch FNEFFF3E
HEF; FTMRRKEREITENS. PILLZE CUDA graph. REEHIZFZ kernel, FHRIE FP32
LANBERESE (BRETIE).

v nvidia-smi 27 GPU FIFBEE 100%, ATAFHERRIE?

nvidia-smi B9 utilization IR “EEBORE kernel 7EHAIBTEILLF]” , — MR EBJLH SM
89 memory-bound kernel 28 7R 100%, [i%Z& MFU /MBU. SM 5HZ., Tensor Core j&Ek
E (DCGM B profiling #5578k Nsight) , HHREMAX/NEEXN BEE CPU Tl

v (+4R goodput? AftHALL throughput EEIE?

goodput R&EiH#E SLO (W TTFT<1s B TPOT <50 ms) MUERFARENEL, RE
throughput BY, 1BH#tERIMATER ST, EAEEREEEN, WM FEEMNE. goodput
HIERARMNRILENR, =2 DistServe ETERAFITE PD HBEMOR,
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#1315 - Code Wiki

@ FEPRHESY

HEZ94#K: vILLM - SGLang

s S 5= 2 Y
()

4

— Yl 2 F~
\%lsﬁ-ﬁ%ifﬁﬁ EH%’E/
A A
18 BE ik SEMRiRIE
LLM serving 24 Kernel. 2. &4
e Orca (OSDI’ 22) — iteration-level scheduling e FlashAttention < FA2 - FA3
e VLLM /PagedAttention (SOSP’ 23) e Flashinfer
e SGLang/RadixAttention e GPTQ - AWQ - SmoothQuant
o Sarathi-Serve (OSDI’ 24) — chunked prefill e GOA - DeepSeek-V2 (MLA) -+ DeepSeek-

e DistServe (OSDI’ 24) - Splitwise -
Mooncake

e Llumnix — iFKTH%

e S-LoRA - Punica

e XGrammar

V3

e Defeating Nondeterminism in LLM Inference

RARRE S HIT

e |eviathanetal. - Chenetal.

e Medusa -

EAGLE - EAGLE-2 - EAGLE-3

e Megatron-LM - Ring Attention -
DeepSpeed-Ulysses

e SGLang A#lf& EP

Inference Serving - kzhoulatte

IFill4k / RL

e HybridFlow (verl)

e OpenRLHF

e AReal —R¥ RL

o DeepSeekMath (GRPO)
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https://www.usenix.org/conference/osdi22/presentation/yu
https://arxiv.org/abs/2309.06180
https://arxiv.org/abs/2312.07104
https://arxiv.org/abs/2403.02310
https://arxiv.org/abs/2401.09670
https://arxiv.org/abs/2311.18677
https://arxiv.org/abs/2407.00079
https://arxiv.org/abs/2406.03243
https://arxiv.org/abs/2311.03285
https://arxiv.org/abs/2310.18547
https://arxiv.org/abs/2411.15100
https://arxiv.org/abs/2205.14135
https://arxiv.org/abs/2307.08691
https://arxiv.org/abs/2407.08608
https://arxiv.org/abs/2501.01005
https://arxiv.org/abs/2210.17323
https://arxiv.org/abs/2306.00978
https://arxiv.org/abs/2211.10438
https://arxiv.org/abs/2305.13245
https://arxiv.org/abs/2405.04434
https://arxiv.org/abs/2412.19437
https://arxiv.org/abs/2412.19437
https://thinkingmachines.ai/blog/defeating-nondeterminism-in-llm-inference/
https://arxiv.org/abs/2211.17192
https://arxiv.org/abs/2302.01318
https://arxiv.org/abs/2401.10774
https://arxiv.org/abs/2401.15077
https://arxiv.org/abs/2406.16858
https://arxiv.org/abs/2503.01840
https://arxiv.org/abs/1909.08053
https://arxiv.org/abs/2310.01889
https://arxiv.org/abs/2309.14509
https://lmsys.org/blog/2025-05-05-large-scale-ep/
https://arxiv.org/abs/2409.19256
https://arxiv.org/abs/2405.11143
https://arxiv.org/abs/2505.24298
https://arxiv.org/abs/2402.03300

omni 58X
Qwen2.5-Omni *+ Qwen3-Omni * Moshi
e VLLM-Omni
e DiT - Wan

e xDiT « USP - DistriFusion * PipeFusion
e DeepCache * TeaCache - SVDQuant
e LCM - DMD2 - Sliding Tile Attention

MaEA

e RT-2 - OpenVLA
e 1m0 - m0.5 - FAST
e GROOT N1 * Gemini Robotics

e ACT (action chunking) - Real-Time
Chunking + SmolVLA

Coding agent 5 AI for Science

e SWE-bench - SWE-agent

e AlphaFold2 (Nature 2021) - AlphaFold3
(Nature 2024)

e GraphCast - MACE

X1

o VLLM X#Y - SGLang 314
e TensorRT-LLM X#§ - Dynamo X14
e llm-d + vLLM-Omni X#4 + SGLang-Omni X

ﬁ
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Sandbox 5EiHigE

e Firecracker (NSDI’ 20)

e gVisor - OpenSandbox
e Google Code Wiki: 79 GitHub EEA L
WHE

e DeepSeek Open Infra Index

e Roofline model - Little’ slaw
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https://arxiv.org/abs/2503.20215
https://arxiv.org/abs/2509.17765
https://arxiv.org/abs/2410.00037
https://arxiv.org/abs/2602.02204
https://arxiv.org/abs/2212.09748
https://arxiv.org/abs/2503.20314
https://arxiv.org/abs/2411.01738
https://arxiv.org/abs/2405.07719
https://arxiv.org/abs/2402.19481
https://arxiv.org/abs/2405.14430
https://arxiv.org/abs/2312.00858
https://arxiv.org/abs/2411.19108
https://arxiv.org/abs/2411.05007
https://arxiv.org/abs/2310.04378
https://arxiv.org/abs/2405.14867
https://arxiv.org/abs/2502.04507
https://arxiv.org/abs/2307.15818
https://arxiv.org/abs/2406.09246
https://arxiv.org/abs/2410.24164
https://arxiv.org/abs/2504.16054
https://arxiv.org/abs/2501.09747
https://arxiv.org/abs/2503.14734
https://arxiv.org/abs/2503.20020
https://arxiv.org/abs/2304.13705
https://arxiv.org/abs/2506.07339
https://arxiv.org/abs/2506.07339
https://arxiv.org/abs/2506.01844
https://arxiv.org/abs/2310.06770
https://arxiv.org/abs/2405.15793
https://www.nature.com/articles/s41586-021-03819-2
https://www.nature.com/articles/s41586-024-07487-w
https://www.nature.com/articles/s41586-024-07487-w
https://arxiv.org/abs/2212.12794
https://arxiv.org/abs/2206.07697
https://www.usenix.org/conference/nsdi20/presentation/agache
https://gvisor.dev/
https://github.com/opensandbox-group/OpenSandbox
https://codewiki.google/
https://github.com/deepseek-ai/open-infra-index
https://en.wikipedia.org/wiki/Roofline_model
https://en.wikipedia.org/wiki/Little%27s_law
https://docs.vllm.ai/
https://docs.sglang.ai/
https://nvidia.github.io/TensorRT-LLM/
https://docs.nvidia.com/dynamo/latest/
https://llm-d.ai/
https://vllm-omni.readthedocs.io/en/latest/
https://sgl-project.github.io/sglang-omni/
https://sgl-project.github.io/sglang-omni/

